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Abstract

Generative AI helps individuals produce more, and sometimes better, work, yet much work is
collaborative: one person creates work and another reviews it. Because effort is rarely observable,
reviewers infer it from the work before deciding how much review effort to reciprocate. I argue that
AI creates effort opacity by making the traces of effort in work less informative, leading reviewers
to reciprocate less through review. Departing from questions about whether AI-assisted work is
judged favorably, this paper asks whether AI-assisted work can attract the review effort it needs to be
developed. Using a custom AI classifier on code from top GitHub projects with over 1 million stars
and 2 million downstream dependencies, I find that AI-assisted work receives 25% less detailed
feedback and is 30 percentage points more likely to be rejected, even after controlling for code
quality. A pre-registered study with software developers tests the effort opacity mechanism. Holding
the underlying code constant, I vary AI disclosure and visible evidence of contributor effort. Making
substantial creator effort legible increases review priority even when AI assistance is disclosed.
Perceived contributor effort is the only measured mediator with a statistically significant indirect
effect. These findings show that by making effort harder to infer from the work itself, technology
can reduce the reciprocal review needed to develop and integrate valuable work.
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1 Introduction

Generative AI has been shown to produce large individual productivity gains - access to AI assis-
tance raises customer-support productivity by 15%, with gains above 30% for novices (Brynjolfsson,
Li, and Raymond, 2025); developers with an AI coding assistant complete tasks roughly twice as
fast (Peng et al., 2023); similar gains appear in professional writing and consulting (Noy and Zhang,
2023; Dell’Acqua et al., 2026). These gains, however, are measured at the level of the individual
task, and knowledge work rarely ends at the individual. Much knowledge work is interdependent:
one person produces a contribution that another must review.

I argue that labor-augmenting technologies can raise individual output while undermining
this interdependent collaborative process that relies on reciprocity. Work serves two functions in
collaboration: it is an output to be evaluated, and it also contains traces of the effort that was invested
in creating it. I argue that labor augmenting technologies can potentially improve the quality of
work while making effort harder to infer from the work itself. This matters because reviewers use
inferred creator effort to decide how much effort to contribute in return. A long tradition of social
exchange research argues that people reciprocate based on what they believe others have invested in
an exchange (Cropanzano et al. 2017; Cropanzano and Mitchell 2005; Gouldner, 1960; Blau, 1964;
Emerson, 1976). Applied to collaborative work, a reviewer may therefore invest more effort in a
contribution when the creator appears to have invested more effort in producing it. Research shows
that the value recipients assign to help depends on how they interpret the exchange, providing a
basis for understanding why equivalent outputs may elicit different reciprocal responses (Flynn,
2006). Labor-augmenting technologies can therefore create what I term effort opacity which is
opacity in the very inference on which reciprocity depends, making assisted work less likely to
attract the review needed for its development and integration. I argue that this reduced reciprocity
happens even if the work is of high quality.

Why should inferred effort matter when reviewers ultimately care about the quality of the work?
A benefit-based account suggests that work of equivalent quality should attract equivalent review,
regardless of how it was produced (Gouldner, 1960; Blau, 1964). Yet intrinsic quality often cannot
be known without first investing scarce review effort to examine the work (Criscuolo et al. 2017;
Lamont, 2012). Reviewers must therefore allocate effort before quality is fully revealed (Ocasio,
1997; Piezunka and Dahlander 2015). More generally, the information legible to evaluators can
shape both whether they evaluate as well as the value of the evaluations they provide (Botelho,
2024). In doing so, they often rely on more readily observable cues, including what the work
appears to reveal about the effort already invested in it (Chinander and Schweitzer, 2003; Kruger
et al., 2004; Morales, 2005). Perceived creator effort is therefore not only a cue to a contribution’s
possible quality, it also provides a basis for deciding how much effort to return. It can shape both
how a contribution is assessed and whether it receives the developmental review through which its
quality can improve.

Generative AI is one form of assistance that can create effort opacity. It can perform a growing
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share of the execution involved in producing work at low and declining cost (Bick et al., 2025;
Cowgill et al., 2026). Recent research has found that generative AI can produce outputs that
observers have difficulty distinguishing from human-produced work (Kovács, 2024). Therefore,
features that once included traces of effort can now potentially be produced by a generative model.
AI therefore weakens the extent to which the work itself reveals the human effort invested in creating
it. Importantly, I argue that technology reduces reciprocity by creating effort opacity, not simply
because reviewers oppose the use of technology in producing work. The mechanism is based on
information that work is expected to provide. Reviewers use traces in work to infer how much effort
the creator invested, and those inferences help determine how much effort they reciprocate. When
labor augmenting technologies make creator effort more difficult to infer from the work, this basis
for reciprocal exchange weakens, reducing the effort reviewers invest in return.

The setting for this study is open source software development where AI coding assistants
are increasingly used to write code. The setting also captures the interdependence central to the
theory: a contribution must attract a maintainer’s scarce review effort before it can be developed
and integrated. Maintainers therefore do not merely evaluate finished work - through their review
effort, they help determine what the work becomes and whether it is integrated at all. Following
Yeverechyahu, Mayya, and Oestreicher-Singer (2025), I sample popular Python projects and restrict
the analysis to substantive code contributions authored and reviewed by different people. The
resulting dataset contains 13,614 contributions across 166 projects with more than one million stars
and nearly two million downstream dependencies.

To measure AI assistance, I fine-tune a classifier to identify signatures of AI assistance and
specifically, code likely produced with little human revision. I refer to this measure as AI-predicted,
rather than verified AI use, because extensively revised AI code may appear human-generated and
human-written code may sometimes resemble AI output. AI-predicted contributions receive 25%
less detailed feedback, 22% more general feedback, and are approximately 30 percentage points
more likely to be rejected. These estimates establish the consequential field pattern, but not its
mechanism: AI-predicted contributions may differ on unobserved dimensions. The accompanying
studies therefore test the perceptual and behavioral links proposed by the theory.

A preregistered study tests whether developers can detect the signatures captured by the classifier
and whether perceived AI involvement changes effort attribution. Developers distinguish AI- from
human-generated code above chance, although imperfectly, and attribute less human effort to
code they believe is AI-generated regardless of its actual source. Effort attributions therefore
follow perceived rather than actual AI use, validating a central perceptual assumption behind the
observational analysis.

The observational evidence cannot observe reviewers’ inferences or hold the work constant. I
therefore conduct a preregistered 2 × 2 within-subjects experiment that holds code constant while
varying AI disclosure and effort legibility. Among AI-disclosed contributions, high effort-legibility
improves review priority by 0.76 rank points (𝑑𝑧 = 0.43, 𝑝 < .001). Reviewers therefore give
greater priority to work when the creator’s effort is visible, even when the use of AI remains
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disclosed. Under high effort legibility, the estimated disclosure difference is small and falls within
the equivalence bounds reported below. Perceived contributor effort is the only measured mediator
with a statistically significant indirect effect in the parallel mediation model. These findings support
perceived effort as a pathway connecting high effort legibility to review priority and show that
disclosed AI assistance does not prevent contributions from benefiting from making effort legible.
Together, these findings support effort legibility as a basis for allocating review effort and motivate
an account of how technology can alter the reciprocal review effort that work needs to be developed
and integrated into an organization.

First, the paper contributes to research on generative AI and work. Prior studies show that AI
can improve the speed and quality of individual production (Noy and Zhang, 2023; Brynjolfsson,
Li, and Raymond, 2025; Dell’Acqua et al., 2026; Peng et al., 2023). I examine what happens
downstream, when an output must attract another person’s attention before it can be accepted and
used. The central insight is that AI’s organizational value depends not only on what individuals
produce, but also on whether their work makes effort legible so that it attracts the complementary
human effort required to develop and integrate it. Organizational returns to AI therefore cannot be
inferred from individual production gains alone.

Second, the paper contributes to social exchange theory. Existing research explains how reci-
procity depends on exchange structure, risk, and accumulated trust (Gouldner, 1960; Blau, 1964;
Emerson, 1976; Molm, 2003, 2010; Cropanzano & Mitchell, 2005; Cropanzano et. al, 2017). I
extend this work by examining how labor-augmenting technologies alter the traces through which
collaborators recognize one another’s effort investment. Signaling theory explains how observable
work can reveal a creator’s otherwise unobservable investment; social exchange theory explains why
that inference can motivate investment in return (Connelly et al. 2011). I connect these traditions
by identifying effort legibility as a condition shaping reciprocity. When assistance weakens the
traces of effort in work, collaborators lose part of the informational basis on which their reciprocity
depends. Therefore, labor-augmenting technologies can consequently weaken the relationship be-
tween effort invested and effort returned without requiring creators to invest less or for the work to
be poor quality.

Third, the paper contributes to research on evaluation in organizations. Recent studies show
that AI disclosure can reduce evaluations of quality, competence, motivation, trust, and authenticity
(Raj, Berg, and Seamans, 2025; Reif, Larrick, and Soll, 2025; Schilke and Reimann, 2025; Gai,
Hou, and Tu, 2025). I conceptualize evaluation not only as a judgment of finished work, but also
as a reciprocal allocation of review effort that helps develop and integrate the work. The findings
further show that making human effort legible increases review priority even when AI use remains
disclosed. This shifts attention from whether AI-assisted work is judged favorably to whether it
attracts the complementary effort required for its development.

The paper proceeds as follows. Section 2 develops the theory of effort opacity. Sections 3–5
describe the open-source setting, empirical design, and observational evidence. Section 6 presents
the preregistered mechanism experiment, and Section 7 discusses the theoretical and organizational
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implications. Across these analyses, the central question is when AI-assisted work is judged “worth
the effort” by the collaborators whose review effort is necessary for its development and integration.

2 Theory

2.1 Overview

I develop a theory of how labor-augmenting technology changes the discretionary developmental
review that contributions attract in collaborative work. The central argument is that a contribution
serves two roles: it advances shared work, and it provides evidence of the creator’s effort in that
work. I argue that technology can preserve or improve the first while weakening the second.
When reviewers partly reciprocate the effort they believe the creator invester, this divergence can
reduce the developmental effort returned to a contribution which has consequences for whether the
contribution is integrated into an organization or not.

The theory concerns exchanges in which a creator submits a contribution, a unit of work,
for another person’s evaluation and development. Creators and reviewers supply different forms of
effort toward a shared goal (Bedwell et al., 2012). Review may yield a verdict, such as acceptance or
rejection, but it can also provide developmental feedback that helps the creator revise and improve
the work (Harvey and Kou, 2013; Harrison and Rouse, 2015). Such feedback can accompany
either verdict, and its depth may remain discretionary even when evaluation is required. Review is
therefore not only an assessment of what the creator has produced: it is also a further investment
in what the contribution can become. The theory applies to peers and supervisors insofar as they
retain discretion over this investment.

I define creator effort as the costly personal investment in producing a contribution (Kool
and Botvinick, 2018; Inzlicht et al., 2018; Van Iddekinge et al., 2023), and reviewer effort as
the costly investment in assessing, verifying, and developing it. Reviewers often cannot directly
observe creator effort. Instead, they infer it from traces: features of the contribution that they treat
as evidence of the activities involved in its production. Building on social exchange theory, I argue
that this perceived effort provides one basis for an obligation to return effort toward the shared work
(Gouldner, 1960; Blau, 1964). I term this component of developmental effort reciprocal review:
reviewer effort motivated, at least in part, by perceived creator effort.

I use labor-augmenting technology to refer to technology that expands a person’s productive
capacity by supporting or performing activities involved in producing a contribution. A technology
may automate particular activities while augmenting the creator’s capacity to produce the contri-
bution as a whole (Acemoglu and Restrepo, 2019; Raisch and Krakowski, 2021). Its use does not
establish how much effort the creator actually invested: a creator may reduce effort or redirect it
toward defining the problem, evaluating alternatives, and checking and adapting the result. Gen-
erative AI is the technology studied here, but the argument concerns a more general relationship
between production technology and the inference of effort.
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Technology creates effort opacity when it reproduces traces previously associated with substan-
tial creator effort without providing equally informative evidence of the effort actually invested. I
define effort opacity as the the difficulty of inferring human effort from work produced with the
assistance of a labor-augmenting technology. The same observable contribution may then be com-
patible with substantial human engagement or little engagement. The problem is not necessarily
that creators have stopped investing effort, but that the work no longer reliably contains traces of
human effort.

Opacity concerns the informativeness of the traces of effort in work, whereas perceived effort
concerns the judgment reviewers draw from it. A reduction in reciprocal review requires a further
step. For contributions whose traces would otherwise suggest substantial investment, I argue that
reviewers discount perceived creator effort when they believe that a labor augmenting technology
supplied those traces and lack countervailing evidence of human effort. Through reciprocal review,
this discount reduces the developmental effort they are willing to return. A creator who invested
substantially can consequently receive less reciprocal review because the contribution no longer
makes that investment apparent Conversely, credible evidence of substantial creator effort should
increase reciprocal review even when assistance of a labor augmenting technology is known.
Knowing that a technology was used is not equivalent to knowing how much effort its user invested.
The argument therefore distinguishes disclosure of assistance from the legibility of effort, and it
does not predict a uniform penalty for technology-assisted work.

The organizational implication is that the returns to labor-augmenting technology depend partly
on whether contributions continue to elicit the human investment needed to develop them. Tech-
nology can expand a creator’s capacity to produce work while weakening an informational basis
on which others invest in that work. The sections that follow develop the reciprocal structure of
developmental review, explain how assistance of labor augmenting technologies changes effort
inferences, and specify the conditions under which this change should reduce reciprocal review.

2.2 Reciprocal Exchange in Collaborative Work

The theory rests on an assumption that may not be obvious: that the developmental feedback a
contribution receives depends less on its quality than on the perceptions of creator effort. This
section provides arguments that support that assumption. I first argue that developmental review is
part of collaborative work, then I specify what reciprocity means within collaborative work, then
I argue why quality is not the aspect that governs how reviewers allocate developmental feedback,
and finally I argue why perceived creator effort is as, and sometimes more, important than quality
in determining developmental feedback.

Developmental review is collaborative work in the sense that two parties engage in joint activity,
toward a shared goal, in a way that makes each party’s effort contingent on the other’s (Bedwell
et al., 2012). The activity is joint because a contribution is rarely complete when it is submitted.
Assessing it requires understanding its content, rationale, and context, much of which the reviewer
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acquires only in the course of review (Bacchelli and Bird, 2013; Pascarella et al., 2018), and
improving it requires knowledge the creator often lacks, for example, what it would take to integrate
(Sadowski et al., 2018). Research on creative collaboration shows that evaluation and feedback are
where participants identify problems, examine alternatives, and revise emerging work (Harvey and
Kou, 2013; Harrison and Rouse, 2015), and that realizing a contribution’s potential often requires
elaboration and sustained help from others (Perry-Smith and Mannucci, 2017; Fisher, Pillemer,
and Amabile, 2018). The creator and the reviewer therefore supply different forms of effort toward
the same contribution. The goal is shared because both parties benefit when the contribution is
integrated into the project in improved form. And the engagement is reciprocal because each party’s
effort is a response to the other’s: the creator submits, the reviewer returns a verdict and, at their
discretion, developmental feedback, and the creator revises in turn.

This structure holds whether the reviewer is a peer or holds formal authority over the creator
(Rice, 2018). In the empirical setting I study, the reviewer also decides whether the contribution
is integrated (Gousios et al., 2015), and the theory applies to that case and to peer review alike,
because the features that drive it are the same in both. A verdict is required by the reviewer’s
role; the depth of developmental feedback exceeds what the role requires and is allocated at the
reviewer’s discretion (Organ, 1988). True creator effort cannot be observed by a reviewer and must
be inferred from the contribution. And the relationship between a supervisor and a subordinate
is itself theorized and measured as a reciprocal exchange whose quality depends in part on the
supervisor’s perception of the subordinate’s effort (Wayne, Shore, and Liden, 1997; Liden and
Maslyn, 1998; Cropanzano and Mitchell, 2005). Formal authority may raise or lower how much
developmental feedback a reviewer extends at baseline; it does not change the direction in which
perceived creator effort moves it.

By reciprocity I mean the norm that receiving a benefit creates an obligation to return one
(Gouldner, 1960). Three features of the norm matter here. First, the return need not reproduce what
was received. Gouldner (1960) distinguishes exchanges of similar things from exchanges of different
things regarded as equivalent in value, and Blau (1964) emphasizes that social exchange leaves
the precise return unspecified. In developmental review, the creator supplies a contribution and the
effort embodied in it; the reviewer returns review effort. The two are different in kind and need not
be equal in quantity. Second, the obligation is proportionate to what has been received: a larger
benefit obligates a larger return (Gouldner, 1960). Third, the obligation is triggered by receipt, not
by the expectation of future exchange, so it operates in a single encounter as well as in an ongoing
relationship (Gouldner, 1960; Fehr and Gächter, 2000). This matters because many collaborative
exchanges, including many in my setting, involve parties who have not worked together before and
may not again. What the creator works on is therefore a contribution that advances the shared goal
(Pascarella et al., 2018). What the reviewer returns is the developmental feedback that improves
the work. Reciprocal review, as defined above, is review effort motivated at least in part by the
reviewer’s perceptions of the creator’s effort.

A natural objection is that a reviewer should allocate developmental feedback according to the
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contribution’s quality, its usefulness to the project, or both, leaving no role for effort. I use quality
to mean the degree to which a contribution meets the standards of the task; in my setting, this is
defined as whether the contribution is suitable for integration (Sadowski et al., 2018). Quality and
usefulness do matter. Reviewers prioritize contributions partly according to their criticality and
urgency (Gousios et al., 2015), and they assess whether work is suitable for integration and what
changes it requires (Sadowski et al., 2018). But three features of developmental review can prevent
quality from governing the allocation of review effort. First, quality is not observable at the moment
the work is received. Evaluating a contribution requires understanding its content, rationale, and
context (Bacchelli and Bird, 2013; Pascarella et al., 2018), so a reviewer must sometimes decide
how much effort to invest before knowing the quality of the work. Second, in collaborative work,
quality is partly a product of review. Developmental feedback changes the contribution (Harvey
and Kou, 2013; Harrison and Rouse, 2015; Oliveira et al., 2025), and a low-quality contribution
may warrant more development, not less (Perry-Smith and Mannucci, 2017; Fisher, Pillemer, and
Amabile, 2018), so initial quality cannot by itself help a reviewer gauge how much developmental
review is worth supplying. Third, review effort is scarce, and its allocation responds to costs and
obligations as well as to the value of the work. Reviewers allocate attention across contributions
according to their importance and the effort required to assess them (Gousios et al., 2015); helping
others carries costs for the helper’s own work (Mueller and Kamdar, 2011; Dierdorff and Rubin,
2022).

Therefore, perceived creator effort influences reviewer effort oftentimes regardless of the quality
of the work. First, traces of effort are available at submission, before any review effort has been
spent, so they can inform the allocation decision at the moment it is made. People use effort as a
cue when quality is difficult to assess (Kruger et al., 2004), and a reviewer facing an unassessed
contribution is in exactly that position. Second, perceived creator effort is the creator’s investment
in the shared work, and it is the investment, not the work itself, that triggers the obligation to
reciprocate. Effort shapes evaluations of a person even when it adds no quality or economic value
(Celniker et al., 2023). Evidence from exchange settings connects the recognition of another’s
investment to gratitude and to reciprocal responses: consumers reward firms’ effort even when it
does not improve the product, with gratitude mediating the response (Morales, 2005); making a
provider’s effort visible raises perceived value through perceived effort and feelings of reciprocity
(Buell and Norton, 2011; Buell, Kim, and Tsay, 2017; Hwang, Lee, and Legendre, 2024); gratitude
and reciprocal transfers respond to the cost a benefactor incurred, not only to the benefit received
(Yu et al., 2018); and gratitude motivates costly assistance in return (Bartlett and DeSteno, 2006;
Palmatier et al., 2009). In organizations, felt obligations to reciprocate motivate discretionary
contributions to coworkers (Dierdorff and Rubin, 2022). Building on these findings, I argue that
recognizing a creator’s effort motivates reviewers to supply developmental feedback beyond what
the contribution’s quality alone would warrant, and, by the same logic, that failing to infer creator
effort leads to reviewers withholding developmental feedback that quality would otherwise warrant.

In summary, this subsection establishes that developmental review operates under a logic of
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reciprocal exchange rather than a strict transactional assessment of output quality. While quality
establishes a baseline for the mandatory role-based verdict (acceptance or rejection), it is the
perceptions of creator effort that are inferred through traces in the work that, I argue, govern the
reviewer’s willingness to supply high-effort discretionary, developmental feedback. When these
informational signals are intact, high creator effort commands a high-effort review in return,
sustaining the collaborative productivity loop.

2.3 Labor-Augmenting Technology and Effort Opacity

This section derives the hypotheses. It first focuses on generative AI, the labor-augmenting technol-
ogy studied in this paper and identifies the property that makes some uses of such technology, and
not others, a source of effort opacity: they produce the traces that reviewers use to infer creator effort.
It then reviews what is known about how people evaluate work produced with AI, which motivates
the prediction that contributions produced with the assistance of labor-augmenting technology re-
ceive less reciprocal review (Hypothesis 1). It closes by setting the effort opacity framework against
three alternative explanations for that penalty, that AI-assisted contributions are of lower quality,
and that reviewers are averse to AI, and derives the prediction that the reduced reciprocity instead
runs through perceived creator effort (Hypothesis 2).

Labor-augmenting technologies vary in how much of the labor involved in producing a con-
tribution they perform. Automation reallocates particular activities from people to technology
(Acemoglu and Restrepo, 2019), while augmentation raises the productivity of the person who
remains engaged in the work, and the two coexist within a single production process (Raisch and
Krakowski, 2021): a creator may delegate an activity to a tool while investing effort in defining the
problem, evaluating alternatives, and adapting the result. The overview used the term at the level of
the contribution for this reason. Generative AI is labor-augmenting in this sense. Studies show that
AI has reduced the time professionals spend on writing tasks by 40% while raising rated quality
(Noy and Zhang, 2023), raised the productivity of customer-support agents by 14% on average
and by more for less experienced agents (Brynjolfsson, Li, and Raymond, 2025), and increased
the output of software developers in laboratory and field settings (Peng et al., 2023; Cui et al.,
2025). Each of these findings provide examples of the property of labor-augmenting technologies
identified in the overview: a contribution of given quality requires less creator effort than it does
when a labor-augmenting technology is not used to create it.

However, not every use of a labor-augmenting technology produces effort opacity, and the
amount it produces does not necessarily depend on how much of the labor the technology performs.
It depends on what the technology does to the traces used to infer creator effort. A trace is informative
about creator effort for the reason any signal is informative: producing it is costly, and the cost falls
more heavily on those who lack the underlying attribute (Spence, 1973; Connelly et al., 2011). A
technology therefore creates opacity to the extent that it lowers the cost of producing traces that
reviewers use to infer effort.
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The way this plays out follows a simple pattern. Every labor-augmenting technology takes over
some of the activities involved in producing a contribution and leaves the rest to the creator. The
traces of the activities it takes over stop being informative about effort, because the technology can
now produce them cheaply. Reviewers then have to rely on traces of the activities the creator still
performs. A spell-checker takes over spelling, so correct spelling stops telling a reviewer anything
about the creator’s care, even though readers did draw inferences about a writer’s conscientiousness
from spelling and grammatical errors (Vignovic and Thompson, 2010). Once spell-checkers were
universal, reviewers potentially stopped using correct spelling as evidence of effort altogether; the
trace was retired rather than rendered ambiguous, as a signal is when every sender can produce it at
the same cost (Spence, 1973). This caused little disruption, because the activities the spell-checker
left to the creator, developing the argument and structuring the document, already left their own
traces in the document. Reviewers simply read those instead.

Whether the shift is this easy depends on one thing: whether the activities the technology
leaves to the creator already leave traces of their own. Generative AI is consequential because,
for the activities it leaves to the creator, they usually do not. Generative AI takes over execution.
It produces drafts, explanations, proposed solutions, and tests (Noy and Zhang, 2023; Peng et
al., 2023; Dell’Acqua et al., 2023). What it leaves to the creator is judgment: deciding what the
contribution should do and why, which alternatives to reject, and how to check that it works. Before
generative AI, judgment rarely needed traces of its own, because execution was the evidence of it.
For example, a working, tested piece of code could be used as evidence that someone had thought
about what to build and how to verify it, since the code could not have been produced without
that thinking. Generative AI severs this link. Execution can now be produced without the creator’s
judgment, so execution stops being evidence of judgment, and the judgment the creator did exercise
leaves no trace in the contribution unless the creator adds a new trace. Unlike the spell-checker
case, there is potentially nothing already in the contribution for reviewers to shift to, so one must be
created anew. Stated precisely, effort opacity is created when a labor-augmenting technology makes
the old traces of effort uninformative. What makes effort legible again are traces of the activities
that the technology cannot perform. A creator can use generative AI to write every line and still
have made every decision but whether a reviewer can infer this depends on whether those decisions
left a trace.

Three features of generative AI make the technology different from many other labor augmenting
technologies. The first is that the capabilities of the technology expand over time which make the
exact aspects of what counts as effort dynamic. The second is that generative AI adoption and use
is uneven across creators. Roughly a quarter of employed adults in the United States reported using
it for work in a given week two years after its release, with adoption varying by occupation and
education (Bick, Blandin, and Deming, 2025), and much use goes undisclosed (Zhang, Xu, and
Alvero, 2025). Third, it leaves no cue that reliably distinguishes what the technology was and was
not used for. A creator may use it to edit a sentence, to generate alternatives that are then weighed, or
to produce an initial contribution that receives little further examination (Dell’Acqua et al., 2023),
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and the contribution may not reveal which of these the technology was used for.
While it might be difficult for reviewers to accurately determine whether work used AI assistance

or not, a growing body of research shows that when reviewers are told that work was produced
using AI, they evaluate the work less favorably than otherwise equivalent work, and that the penalty
attaches to the person as well as the work. People discount algorithmic judgment relative to human
judgment after seeing it err (Dietvorst, Simmons, and Massey, 2015) and value creative work less
when it is labeled as AI-generated (Millet et al., 2023; Bellaiche et al., 2023). Recipients feel less
heard by a message once it carries an AI label, even when its content is unchanged (Yin, Jia, and
Wakslak, 2024). Actors who disclose using AI are trusted less across a range of occupations, an
effect that runs through reduced perceptions of legitimacy (Schilke and Reimann, 2025). Colleagues
who use AI at work are judged lazier, less competent, and less diligent than colleagues who use
other forms of assistance (Reif, Larrick, and Soll, 2025), and help offered with the aid of AI reduces
the recipient’s perception of the helper’s warmth, felt obligation to reciprocate, and subsequent
reciprocity (Dishop et al., 2025).

In nearly all of this research, the evaluator is told that AI assistance was used. Therefore, in
these studies, the treatment is the AI label, and the question is what happens as a result of this
disclosure. My argument starts one step earlier. What drives the penalty in the first study in this
paper is the reviewer’s own belief that the contribution was produced with AI, which the reviewer
forms from the contribution itself. This has three implications that the label studies do not test. First,
the penalty should appear in work where AI use is not disclosed, because AI assisted work often
carries AI “smells” (Fiedler, A., & Döpke, J., 2025). Second, contributions that look AI-assisted
whether or not they were, should be penalized since the reviewer is responding to an inference, not
to ground truth. Third, the outcome is not an evaluation but a decision: how much discretionary
effort to return to a contribution the reviewer must actually process, in an exchange where that
effort has consequences for the work and for the person who submitted it. However, reviewers can
become aware of a technology’s use through several routes like the creator’s disclosure, using an
AI detection tool, or suspicion, and these routes carry different information: disclosure may signal
candor, discovered concealment may raise concerns of its own, an external label says nothing about
what the creator intended, and suspicion can be mistaken. I return to these distinctions below.
For the first hypothesis, what matters is that each route places the reviewer in the same position,
believing or suspecting that the contribution was produced with the technology’s help, and that
both the theory and the evidence above give reason to expect such contributions to receive less
reciprocal review. In addition, reciprocal review is an allocation of the reviewer’s effort, and it can
be observed at two moments. At the moment the work is received for review, it is the priority a
reviewer assigns to a contribution for their own review effort relative to other demands on it; this
is what the experiments measure. After the reviewer reviews of the work, the reviewer can decide
the depth of developmental feedback the contribution is worth, and at the limit, whether it was
rejected with or without developmental feedback. Given the prior literature that AI disclosed work
is penalized and my argument that developers can detect AI use in code, above chance, the first
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hypothesis follows:
Hypothesis 1. Contributions produced with the assistance of labor-augmenting technology

receive less reciprocal review than contributions that do not use the technology.
Hypothesis 1 rests on a premise that the label studies assume away: that reviewers form this

belief from the contribution’s features when it is not otherwise disclosed. The next section tests that
premise directly, before turning to whether the belief has the consequences the hypothesis predicts.

This paper argues that the reduced reciprocity is driven by perceptions of creator effort, and not
by three alternative explanations: that work produced with labor-augmenting technology is of low
quality, or, in the context of this paper, that it is “AI slop”; that the use of such technology leads
reviewers to see the creator as less competent; or that reviewers are averse to the technology itself,
whether from distrust of its output, a sense that its use violates norms (Schilke and Reimann, 2025),
or a preference for human-made work.

Knowing that AI was used does not establish how much human effort was invested; disclosure
resolves uncertainty about tool use while leaving effort opaque. What it does change is what the
reviewer can infer from the traces of effort in the work. Traces that would otherwise indicate
substantial investment for example, a long document, or a suite of tests, become compatible with
the use of the technology and therefore less effort since the technology can now produce them
cheaply. This matters for review specifically because, as the previous section established, perceived
creator effort is what reviewers use to decide how much developmental feedback to return. A
change in what the traces reveal about effort is therefore a change in the basis of reciprocity itself.
Opacity by itself makes the effort inference uncertain, and the predicted reduction in perceived effort
depends on how reviewers resolve that uncertainty. I argue that they resolve it downward, for two
reasons. The technology raises the share of low-effort contributions bearing high-effort traces, so
that discounting the traces is a reasonable response to a changed base rate (Gartenberg et al., 2026).
And observers treat AI use as having substituted for effort rather than supplemented it, judging those
who use it lazier and less diligent (Reif, Larrick, and Soll, 2025). Lacking independent evidence
of effort, reviewers therefore attribute less of it to the creator, and because perceived creator effort
is the basis on which review effort is reciprocated, the obligation to return developmental feedback
weakens. The mechanism can operate on a contribution of high quality, because perceived effort
supplies a basis for reciprocity beyond the output’s quality (Gouldner, 1960; Morales, 2005).

Hypothesis 2. The effect of labor-augmenting technology use on reciprocal review is mediated
by perceived creator effort.

The experiment in this study is designed to separate these accounts. Reviewers evaluate con-
tributions that are identical in content across conditions, which holds quality constant; whether
the technology’s use is disclosed and whether the creator’s effort is independently legible are var-
ied independently; and perceived creator effort, perceived quality, and perceived competence are
measured as competing paths. Effort opacity is supported if the disclosure penalty runs through
perceived effort with the other paths accounted for, and if it attenuates when effort is made legible.
Aversion predicts no such attenuation, and quality and competence predict that the other paths, not
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perceived effort, carry the effect.
To summarize, this subsection has made three arguments. It argues that generative AI is a labor-

augmenting technology that creates effort opacity for a specific reason: it takes over execution,
which was the evidence of judgment, and leaves the creator’s judgment with no trace of its own
unless one is added. It showed that reviewers who believe a contribution was produced with AI,
whether use is disclosed or inferred from the contribution itself, reciprocate less developmental
review (Hypothesis 1). In addition, I argue that the reduced reciprocity is mediated by perceptions
of low creator effort and not quality, competence, or aversion to the technology (Hypothesis 2).
The argument so far has been stated for contributions of a particular kind: those whose traces
would ordinarily indicate substantial creator effort, reviewed by someone who retains discretion
over developmental feedback and has no independent evidence of the effort behind the work. The
next section states these scope conditions explicitly and discusses what the theory predicts when
they do not hold.

2.4 Scope Conditions

The theory concerns developmental review within exchanges in which contributions advance shared
work. Within this domain, four conditions determine when a labor-augmenting technology should
weaken reciprocal review through effort opacity.

First, the technology must take over activities whose traces reviewers read as evidence of creator
effort. A technology that makes the same activities faster without performing any of them, or that
performs activities reviewers never treated as evidence of effort, does not undermine an existing
basis for inference.

Second, the activities the technology leaves to the creator must lack traces of their own. When
they already leave traces in the contribution, as the argument does in a spell-checked document,
reviewers shift to those traces and little is lost. Opacity arises when the remaining activities are
judgment whose only evidence was the execution the technology now produces. Because the
technology’s capabilities expand over time, the line between execution and judgment moves, and
the traces that make effort legible must move with it: what counts as evidence of judgment is not
fixed.

Third, reviewers must lack independent evidence of creator effort. Seeing the effort behind a
contribution, rather than only its output, changes how people reciprocate it (Khubulashvili et al.,
2021). Direct observation of the creator’s process, knowledge acquired through prior interaction, or
the expertise to tell which traces remain informative despite the technology’s use each supply such
evidence, and they weaken the mechanism to the extent that they establish how much the creator
invested. Familiarity with the creator or with the technology does not by itself do so.

Fourth, reviewers must retain discretion over the effort they return. Even where review is
mandatory, its timing, depth, and developmental content usually remain the reviewer’s to decide, and
these are what perceived creator effort shapes. Where review effort is fully prescribed and enforced,

13



(A) Ordinary collaborative production
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(B) Labor-augmented production
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creator effort
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creator effort
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Effort opacity
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Less likely
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Figure 1: How labor augmenting technologies shape reciprocity in interdependent work. In
ordinary collaborative production (Panel A), the creator contributes work and the work provides
information about the creator’s investment, allowing the reviewer to calibrate a reciprocal contri-
bution of their own. In a production process that involves labor augmenting technology (Panel B),
assistance changes how the creator produces the work and can make the creator’s human effort
harder to infer, creating effort opacity. Because creator and reviewer are interdependent, this infor-
mational change affects the reviewer’s own contribution: lower inferred creator effort can reduce
reciprocal review effort and make the work less likely to be developed and integrated.

inferred effort has little room to act. Formal hierarchy does not by itself place an exchange outside
the theory: a supervisor deciding how much developmental feedback to give on an employee’s
proposal faces the same four conditions.

Effort opacity need not disappear as a labor-augmenting technology becomes familiar or widely
adopted. Knowing that assistance is available, or even that it was used, does not establish the
effort invested in a particular contribution. Opacity diminishes when reviewers acquire evidence
that distinguishes substantial creator investment from its appearance. New conventions may supply
such evidence, for example when contributions are accompanied by credible accounts of problem
formulation, verification, or revision. As technological capabilities and production practices change,
the traces that support this inference may also change. What becomes obsolete is not necessarily
the value reviewers attach to effort, but the evidence through which they recognize it.

Persistent opacity does not, however, imply an unchanging penalty. Reviewers may revise what
they regard as an appropriate contribution or place greater weight on other reasons for supplying
developmental feedback. The theory therefore predicts neither inevitable adaptation nor a permanent
penalty for technological assistance. It predicts reduced reciprocal review where assistance weakens
informative traces of effort, reviewers consequently discount creator effort, and they retain discretion
to act on that inference.
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3 Empirical Setting

The theory requires a setting in which four conditions are visible. First, one person submits work.
Second, another person’s effort is needed for that work to become valuable. Third, the reviewer has
discretion over how much effort to return. Fourth, the production process is not directly observed,
so the reviewer must infer human effort from the work and its traces. GitHub pull requests provide
such a setting.

GitHub is a platform for collaborative software production. Engagement with open-source com-
munities can provide firms with access to external knowledge that supports technology development
and the creation of viable products (Conti, Peukert, and Roche, 2025). Software projects are orga-
nized into repositories, and contributors propose changes through pull requests. A pull request asks
project members to consider a proposed change and decide whether to respond, request revisions,
reject it, or merge it into the project. It contains the submitted code, but also traces of effort around
the work: the contributor’s description, the sequence of commits, automated checks, discussion,
review comments, and the final decision to merge or close. The production process itself remains
hidden. Project members generally do not observe how the contributor wrote the code, how much
of it was generated by AI, how carefully it was checked, or how much responsibility the contributor
took before submitting it.

AI enters this setting by changing the relationship between the work submitted and the human
effort visible from that work. Coding assistants can help contributors write code, generate tests,
draft explanations, summarize changes, and respond to comments. The same submitted work can
now reflect very different levels of human effort. An AI-assisted pull request may reflect high human
effort: the contributor identified the problem, used AI as an aid, revised the output, checked the
result, and took responsibility for the change. Or it may reflect low human effort: the contributor
generated something plausible and passed the remaining work downstream. From the submitted
code alone, project members may not be able to tell which case they are facing.

Maintainers and reviewers face queues of incoming work, and must decide which pull requests
deserve close attention, which contributors are worth developing, and which submissions should be
handled with minimal effort. Who receives that effort is not neutral for the project. The contributors
most dependent on it are first-time contributors, and first-time contributors are the population from
which projects recruit their future maintainers. How reciprocal effort is allocated today therefore
shapes who is available to review tomorrow.

I measure suspected AI assistance from the submitted code rather than from the pull request
description. Descriptions are endogenous. A detailed description may reflect contributor effort, but
it may also reflect contributor experience, project norms, strategic self-presentation, anticipated
scrutiny, or AI use itself. Conditioning on description detail in the field study would risk controlling
for the very channel through which contributors can make effort visible. I instead treat the description
as a repair channel that can be tested experimentally. The observational study asks whether work
whose code appears AI-assisted receives less reciprocal effort in the field, and the experiment holds
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the code constant and varies whether the description makes human effort visible.
The empirical strategy consists of two studies. Study 1 combines an observational field analysis

with a preregistered developer task that validates the interpretation of the classifier signal. Study 2
is a mechanism experiment that holds the underlying code constant and manipulates AI disclosure
and visible-effort cues. For Study 1, I observe 166 prominent open-source Python projects through
their complete contribution histories: more than 320,000 pull requests from 27,000 contributors
between 2010 and 2026. These histories provide the population frame for the analysis: who is a
first-time contributor, how much standing a contributor has accumulated, and how the contributor
base of each project evolves. Within them, I test the theory on 13,614 AI-era pull requests for which
AI assistance can be measured. Because true AI use is not observed, I construct a classifier-based
measure of AI-predicted code and interpret it as suspected AI assistance, not verified AI use.

The main outcomes capture the effort returned by reviewers. Rejection and early rejection
capture withdrawal of reciprocal effort. Inline comments capture high-effort, code-specific response.
General comments capture lower-effort discussion-level response. Constructive feedback captures
whether the response helps the contributor improve the work. The main specifications compare
AI-predicted and non-AI-predicted pull requests within repositories and months, while controlling
for contribution size and observable code characteristics. The goal is not to estimate the causal
effect of using AI, since contributors who use AI may differ from those who do not. It is to document
whether work that appears AI-assisted receives a different pattern of reciprocal effort, and whether
that pattern survives observable alternative explanations.

The preregistered developer task tests the assumption behind the field measure. If effort opacity
operates through suspicion or attribution, then developers should be able to perceive AI assistance
from code at least imperfectly, and those perceptions should matter for inferred effort. Software
developers classify code as human-written or AI-generated and rate the effort behind it. The task
connects the classifier-based field measure to human perception: it asks whether code that bears
the signature of AI assistance is also the kind of work that developers associate with lower human
effort.

Study 2 tests the mechanism of effort opacity. In a preregistered 2 × 2 within-subjects exper-
iment, developers evaluate simulated pull requests in which the underlying code is held constant
while AI disclosure and visible-effort cues in the pull request description are varied. Low-effort de-
scriptions provide little evidence of what the contributor did. High-effort descriptions make human
effort visible by explaining the problem, describing the reasoning, reporting checks, and taking
responsibility for the submitted work. The outcome is review priority: how willing developers are
to allocate scarce future attention to the contributor. If effort opacity is the mechanism, then visible
effort should increase reciprocal effort toward AI-assisted work, and this effect should operate
through perceived contributor effort.

Table 1 summarizes the empirical design.
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Study Question Design Role in the paper

Study 1: Ob-
servational ev-
idence

Do pull requests whose
code appears AI-assisted
receive less reciprocal ef-
fort?

Observational analysis of 13,614
pull requests across 166 Python
repositories using a classifier-
based measure of AI-predicted
code. The field measure is val-
idated through held-out classi-
fier tests and a preregistered de-
veloper task examining whether
developers can distinguish AI-
generated from human-written
code and whether these percep-
tions are associated with inferred
human effort.

Documents the real-world pat-
tern: greater rejection, less
code-specific developmental en-
gagement, and a shift toward
discussion-level response. The
developer task validates a key as-
sumption underlying the observa-
tional measure rather than consti-
tuting a separate study.

Study 2:
Mechanism
experiment

Does making human effort
visible increase review pri-
ority for AI-disclosed con-
tributions?

Preregistered 2 × 2 within-
subjects experiment crossing
AI disclosure with visible-effort
cues in pull request descriptions.

Tests whether visible effort in-
creases review priority for AI-
disclosed work and whether per-
ceived contributor effort, rather
than perceived quality or compe-
tence, accounts for this prioritiza-
tion.

Table 1: Overview of the Two-Study Empirical Design

4 Evidence from GitHub Pull Requests

This study tests whether work that appears AI-assisted receives less reciprocal effort in a real
collaborative system. The theory predicts not only that such work will be rejected more often, but
that the response to it will be recomposed: high-effort responses should decline, while lower-effort
responses may persist or increase. GitHub pull requests provide a setting in which this process can
be observed. A contributor submits work, and another project member decides whether and how
much effort to return through review, comments, revision guidance, rejection, or integration.

This study is observational. I therefore do not interpret the estimates as causal effects of actual
AI use. Contributors who use AI may differ from those who do not in experience, task choice,
commitment to the project, or the kinds of changes they attempt. The purpose of this study is
instead to document whether pull requests whose code appears AI-assisted receive a different
pattern of reciprocal effort, and whether that pattern is explained by observable features of the
submitted work.
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4.1 Sample Construction

The relevant empirical object is not any pull request on GitHub, but a pull request in which
one person submits work and another human collaborator decides how much effort to return.
This requirement rules out much of GitHub. Many public repositories are personal, inactive, or
maintained by a very small core of developers (Kalliamvakou 2014, Eghbal 2016). Even in canonical
open-source projects, contribution and governance are highly concentrated: core developers account
for a large majority of contributions (Mockus 2002). These patterns matter because many pull-
request decisions do not involve an independent responding collaborator. Large-scale research on
GitHub pull requests shows that whether the submitter and integrator are the same person is one of
the most important factors explaining pull-request outcomes (Zhang 2023). I therefore construct a
sample in which reciprocal human response is observable.

I begin from the Python package ecosystem. Popular Python packages are useful for this
purpose because they are widely used, depend on active maintenance, and receive contributions
from broader communities of users and developers. They are also organizationally consequential:
many downstream projects depend on them, so review and integration decisions in these repositories
affect infrastructure used well beyond the focal project.

The repository universe was constructed in several steps. First, I identified prominent PyPI
projects from the annual top-project lists between 2022 and 2025. I then matched each PyPI
project to its source GitHub repository using package metadata, project documentation, and manual
verification. I dropped projects whose source repository could not be identified, whose active
development occurred outside GitHub, or whose GitHub repository was only a mirror rather than
the main site of development. I then applied repository-level filters designed to retain settings
in which reciprocal effort is observable: repositories had to be public, non-archived, primarily
Python-based, created before 2021, and active in human pull-request review, with at least five
human-handled pull requests.

The final filters are central to the design. I retain repositories with regular reciprocal pull-request
activity: pull requests had to be handled by someone other than the author, and repository-months
had to contain human-handled pull requests rather than only self-merges, self-closures, or bot
activity. I also require variation in AI-predicted work during the AI era, so that the analysis compares
AI-predicted and non-AI-predicted pull requests within comparable collaborative settings. These
filters produce a final sample of 166 repositories.

This selection strategy is not intended to produce a representative sample of all GitHub repos-
itories. For the 166 repositories, I collect pull requests created between 2019 and 2025. I restrict
the pull-request sample to cases that can be interpreted as reciprocal collaboration. I exclude pull
requests opened by bots or automated dependency-update systems. I also exclude pull requests
whose final disposition was made by the pull-request author. A merged pull request remains in the
sample only if it was merged by someone other than its author. A closed, unmerged pull request
remains in the sample only if it was closed by someone other than its author. These restrictions are
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Step Criterion Result

PyPI universe Annual top PyPI projects during 2022–2025. 15,000/yr
GitHub matching Matched PyPI projects to active source GitHub reposito-

ries using package metadata, documentation, and manual
verification, then collected their pull-request histories.

2,080
repos

Repository & review eligibility Public, non-archived, primarily Python repositories cre-
ated before 2021 with regular human-reviewed pull-request
activity (at least five pull requests, removed bot authors).

782 re-
pos

AI variation & pull-request eligibil-
ity

Repositories retaining both AI-predicted and non-AI-
predicted pull requests, where eligible pull requests are
dyadic, non-bot, non-self-disposed, and contain at least one
complete Python function and at least ten lines of added
code.

166 re-
pos

Final sample Eligible pull requests in the eligible repositories. 13,614
PRs

Notes: The table summarizes the sample-construction logic. The final sample contains 13,614 pull requests submitted by
4,907 contributors across 166 Python repositories.

Table 2: Construction of the GitHub Sample

necessary because the theory concerns effort returned by another collaborator. A self-merged or
self-closed pull request does not reveal whether someone else chose to reciprocate effort.

Finally, I restrict the sample to pull requests with enough substantive Python code to classify.
The classifier operates on added code in pull-request diffs, so a pull request must contain at least
one complete Python function and at least ten lines of added code. This restriction removes pure
documentation changes, formatting-only edits, configuration-only changes, and extremely small
code changes for which AI authorship cannot be measured reliably.

The final observational sample contains 13,614 pull requests submitted by 4,907 contributors
across 166 Python repositories. In this sample, 64% of pull requests are authored by non-maintainers,
with a repository-level mean of 76%. By construction, no merged pull request is self-merged: every
merged pull request is merged by someone other than its author, and every closed, unmerged pull
request is closed by someone other than its author. Seventy-seven percent of pull requests receive
at least one formal review. The sample therefore captures the setting the theory requires: submitted
work that must receive effort from another collaborator before it can become part of the project.

Table 3 reports descriptive statistics. The average repository contributes 82 pull requests, though
the distribution is highly skewed: several large infrastructure projects account for a substantial share
of activity. The average repository-level rejection rate is 17.1%, and the average repository-level
AI-predicted share is 9.2%. At the pull-request level, 21.4% of pull requests are rejected, and 11.0%
are classified as AI-predicted. AI-predicted pull requests differ from other pull requests in several
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Panel A: Repository-Level (N = 166 repos) Mean Median Std. Dev. Min Max

Pull requests per repository 82.01 20.00 221.87 5 2,463
Contributors per repository 30.25 11.50 99.44 3 1,237
Avg. rejection rate (repo-level) 0.171 0.137 0.155 0.000 0.813
Avg. AI-predicted PR share (repo-level) 0.092 0.057 0.122 0.000 0.720

Panel B: Pull-Request Level (N = 13,614 PRs)
Full sample By predicted source

Mean Std. Dev. Non-AI AI-predicted Difference

Outcomes (mean)
Rejected 0.214 0.410 0.173 0.544 0.371***
Time to close (days) 42.21 127.04 40.8 55.0 14.2***
Inline comments 0.972 1.392 1.02 0.62 −0.40***
General comments 1.123 2.156 1.12 1.14 0.02
Rejection after first comment 0.057 0.232 0.048 0.129 0.081***
Constructive feedback 0.791 0.339 0.801 0.713 −0.087***
AI-predicted PR share 0.110 0.313

Submission characteristics (median)
Initial lines added 51.00 69.00 18.00**
Initial lines deleted 3.00 1.00 −2.00***
Initial files changed 2.00 2.00 0.00***
Cyclomatic complexity (mean) 2.79 2.66 −0.12***
Cyclomatic complexity (max) 13.00 10.00 −3.00***
Maintainability index 41.65 44.43 2.78
Observations 13,614 12,115 1,499

Notes: Panel A reports repository-level descriptive statistics. Panel B reports pull-request-level statistics for the final observational
sample. “AI-predicted” indicates that the pull request is classified by the code-based detection model as containing AI-generated code
and should be interpreted as suspected rather than verified AI use. Outcomes report means. Submission characteristics report medians
because their distributions are highly skewed. Significance for the difference column is from 𝑡-tests for outcomes and Wilcoxon
rank-sum tests for submission characteristics: * 𝑝 < 0.05, ** 𝑝 < 0.01, *** 𝑝 < 0.001.

Table 3: Descriptive Statistics for GitHub Pull Requests

observable ways: they are rejected more often in the raw data, receive fewer inline comments, and
take longer to close. They also differ in size and structure, adding more lines, deleting fewer lines,
and showing slightly lower measured cyclomatic complexity. These raw differences are descriptive
rather than causal; the empirical analysis below compares AI-predicted and non-AI-predicted pull
requests within repositories and months while controlling for contribution size and observable code
characteristics.
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4.2 Timeline Reconstruction

I reconstruct each pull request from its event history. For every pull request, I collect the opening
metadata, initial code diff, commits, issue comments, review comments, formal reviews, check
runs where available, closing or merge event, and the identities and timestamps of actors involved
in each event. I then order all events chronologically and classify each event by actor type and
action type. Author actions are separated from non-author actions. Bot and automation events are
separated from human events. This distinction is essential because the theory concerns reciprocal
effort returned by human collaborators, not automated activity or the contributor’s own follow-up
work.

The reconstructed timeline allows me to measure outcomes that are not available from the pull-
request record alone. First, it identifies the human collaborator responsible for final disposition: the
actor who merged or closed the pull request. Second, it distinguishes early rejection from rejection
after substantive review. A pull request is coded as early rejected when it is closed without being
merged before formal code review begins. Third, it separates high-effort and low-effort responses.
Inline comments are code-specific comments attached to changed lines and require the collaborator
to engage with the submitted code. General comments occur in the conversation thread and can
be made without line-level review. Fourth, the timeline identifies whether feedback is returned
before or after the contributor has an opportunity to revise, which helps avoid conditioning on
post-response behavior.

This reconstruction is important for interpretation. If I observed only whether a pull request was
eventually merged or closed, I would miss the process through which reciprocal effort is allocated.
A final rejection may occur after extensive back-and-forth, or it may occur before review begins.
These cases have different meanings for the theory. The first may involve substantial reciprocal
effort that ultimately fails to produce integration. The second indicates that the submitted work did
not attract high-effort engagement in the first place. Timeline data allow me to distinguish these
cases and to observe the composition of the collaborator’s response.

4.3 Measuring AI-Predicted Work

True AI use is not observed in GitHub pull requests. Contributors are not required to disclose
whether they used a coding assistant, and a pull request does not contain a verified field for AI
assistance. I therefore measure suspected AI assistance from the submitted code. Specifically, I
apply a fine-tuned ModernBERT classifier to added Python functions in the initial pull-request diff.

The classifier returns, for each added function 𝑓 in pull request 𝑖, a probability 𝑝 𝑓 = Pr(machine-generated).
I summarize each pull request by its line-weighted AI density:

AIscore𝑖 =
∑

𝑓 ∈𝑖 𝑝 𝑓 ℓ 𝑓∑
𝑓 ∈𝑖 ℓ 𝑓

,

where ℓ 𝑓 is the number of added lines in function 𝑓 . The line-weighted measure captures how much
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Validation sample 𝑁 Correct classification rate

AI-generated code
AI generators represented in training distribution 58,209 95.5%
AI generators not represented in training distribution 35,447 81.6%
All held-out AI-generated code 93,656 90.2%

Human-written code
Human code, v4 test set 83,680 98.1%
Human code, January 2026 validation set 19,378 98.8%

Notes: The table summarizes held-out classifier performance. For AI-generated samples, the correct
classification rate is the percentage classified as AI-generated. For human-written samples, the correct
classification rate is the percentage classified as human-written. “Represented in training distribution”
indicates whether the model family was present in the v4 training distribution. Full model-by-model
validation results are reported in the Appendix.

Table 4: Classifier Validation: Detection of AI-Generated Code and Specificity on Human Code

of the submitted code reads as AI-generated, while avoiding the problem that a single high-scoring
function in a large diff can mechanically classify the entire pull request as AI-assisted. The main
analysis uses a binary indicator, AI𝑖 𝑗 𝑡 , equal to one when at least 30% of the added code lines fall
in functions the classifier labels machine-generated. Robustness checks use the continuous density
measure AIscore𝑖.

The classifier is trained on human and synthetic AI examples. Human training examples are
drawn from GitHub commits before June 2021, before the widespread availability of AI coding
assistants. AI examples are generated using a describe-and-generate pipeline repeated across a
diverse set of language models, reducing the risk that the classifier learns the style of only one
model. Consistent with recent guidance on using language models to annotate management data, I
define the construct in advance, keep the classifier separate from the focal outcomes, and validate
its interpretation against independent evidence (Carlson and Burbano, 2026). Full details of the
classifier architecture, training data, generation pipeline, prompting procedure, and validation are
reported in the Appendix.

Table 4 summarizes the classifier’s held-out performance. The classifier detects 95.5% of
AI-generated code from model families represented in the training distribution and 81.6% of AI-
generated code from model families not represented in the training distribution. Across all held-out
AI-generated samples, the weighted detection rate is 90.2%. Specificity on human-written code is
also high: the classifier correctly classifies 98.1% of human code in the v4 test set and 98.8% of
human code in an independent January 2026 human-code validation set.

This validation has two implications for the field analysis. First, the low false-positive rate on
human code reduces the concern that the classifier is simply labeling ordinary human code as AI-
assisted. Second, the lower detection rate on some out-of-distribution models means that the measure
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Figure 2: Growth in the share of AI-predicted pull requests. Points show half-year averages of the
classifier-based series. Values before July 2021 are shown in gray as an estimate of the classifier’s
baseline false-positive behavior and are recoded as non-AI in the empirical analysis. The post-July
2021 series is shown in blue.

is likely to miss some genuinely AI-assisted code, especially from newer or stylistically different
generators. I therefore interpret the field measure cautiously as AI-predicted or AI-suspected work,
not verified AI use. The measure identifies pull requests whose code bears detectable signatures of
AI assistance.

Figure 2 plots the monthly share of AI-predicted pull requests. The raw classifier output is low
before the release of widely available AI coding tools and rises sharply after the release of ChatGPT
in late 2022, reaching approximately 30% by 2025. In the analysis sample, pull requests classified
as AI-predicted before July 2021 are recoded as non-AI. The pre-2021 raw positives are retained
in the figure to show the classifier’s baseline false-positive behavior.

4.4 Outcomes: Reciprocal Effort

The outcomes measure the effort returned by project collaborators.
The first is the decision. Rejected equals one when a pull request is closed without being merged.

Rejection is the most consequential response because the submitted work does not become part
of the project. Rejection alone, however, does not fully reveal how much effort was returned. A
pull request may be rejected after extensive back-and-forth, or it may be rejected before formal
review begins. I therefore also measure early rejection: rejection before formal code review. Early
rejection is a sharper measure of low-effort disposition because it occurs before the contributor has
an opportunity to make additional effort visible through revision, dialogue, or response to review.

The second is the type of feedback. I distinguish inline comments from general comments.
Inline comments are line-level comments attached to specific changed code. They are the closest
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observable proxy for high-effort response because they require the responding collaborator to
engage with the submitted code at a specific location. General comments occur in the pull-request
discussion thread. They may be useful, but they are less tightly tied to code-level review and can be
used to ask broad questions, delay, redirect, or dispose of the work without line-level engagement.
I also measure the constructiveness of feedback, defined as the share of non-author comments
classified as constructive using the comment-level coding procedure described in the appendix.

This outcome structure follows directly from the theory. If effort opacity produces simple
disengagement, then all forms of response should decline. If it produces recomposition, high-effort
responses should decline while lower-effort responses persist or increase. The distinction between
inline comments and general comments allows me to test this prediction in the field.

5 Results

5.1 Rejection and Early Rejection

I estimate the following specification:

𝑌𝑖 𝑗 𝑡 = 𝛽AI𝑖 𝑗 𝑡 + 𝛾𝑋𝑖 𝑗 𝑡 + 𝛼 𝑗 + 𝛿𝑡 + 𝜖𝑖 𝑗 𝑡 , (1)

where 𝑌𝑖 𝑗 𝑡 is an outcome for pull request 𝑖 submitted to repository 𝑗 in month 𝑡. AI𝑖 𝑗 𝑡 is an indicator
equal to one when the submitted code is classified as AI-predicted. The coefficient 𝛽 captures the
conditional association between AI-predicted status and the response the pull request receives from
other project members.

The vector 𝑋𝑖 𝑗 𝑡 contains controls measured at initial submission, before subsequent review or
revision. These include the size and scope of the pull request: initial additions, initial deletions,
and changed files. They also include observable code characteristics: mean cyclomatic complexity,
maximum cyclomatic complexity, and the mean maintainability index. Cyclomatic complexity cap-
tures the number of linearly independent paths through code (McCabe, 1976). The maintainability
index captures maintainability-related features of the code (Oman and Hagemeister, 1992). These
controls address the most direct alternative explanation: that AI-predicted pull requests receive
different responses because they are larger, more complex, or less maintainable.

Repository fixed effects,𝛼 𝑗 , absorb time-invariant differences across projects, including baseline
strictness, coding conventions, governance norms, and review culture. Month fixed effects, 𝛿𝑡 ,
absorb common time trends, including the diffusion of AI coding tools and platform-wide changes
in reviewing behavior. The preferred specifications therefore compare AI-predicted and non-AI-
predicted pull requests submitted to the same repository in the same calendar period. Standard
errors are clustered by contributor to allow arbitrary correlation across pull requests submitted by
the same author.

Binary outcomes are estimated using linear probability models, and count outcomes are esti-
mated using OLS. I use linear models so coefficients are directly interpretable in levels and because
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the specifications include high-dimensional fixed effects. They show whether, among observably
similar pull requests submitted to the same project in the same month, those whose code appears
AI-assisted receive a different pattern of reciprocal effort. The key empirical question is whether
the predicted pattern appears in the field and persists after conditioning on observable features of
the work.

Table 5 reports the results. Panel A reports rejection outcomes, and Panel B the composition
of the response. Column 1 includes size controls. Column 2 adds repository and month fixed
effects. Column 3 adds observable code-quality controls, allowing the reader to see whether the
AI-predicted gap is explained by contribution size, complexity, or maintainability.

Hypothesis 1 makes two claims: that AI-attributed work receives less developmental review
effort, and that it is more likely to be rejected. Panel A tests the second, and Panel B the first.

The association in Panel A is large and consistent across both measures. With repository and
month fixed effects, AI-predicted pull requests are 32.2 percentage points more likely to be rejected.
This raises the predicted rejection rate from the 17.3% baseline for non-AI-predicted pull requests
to roughly one in two. The magnitude is substantial, and the analyses below examine how much
of it observable differences in the work can account for. The same pattern appears at first contact:
AI-predicted pull requests are 4.6 percentage points more likely to be rejected before formal review
begins, nearly double the 4.9% baseline for non-AI-predicted submissions. Early rejection is the
outcome the theory ties most directly to screening, since it disposes of a contribution before the
reviewer has incurred the cost of learning more about it. It is therefore evidence on the effort side
of Hypothesis 1 as well as on the decision side.

Adding observable code-quality controls barely changes the estimates. The overall rejection
coefficient moves from 32.2 to 31.8 percentage points, and the early-rejection coefficient moves
from 4.6 to 4.5 percentage points. The rejection gap is therefore not explained by AI-predicted pull
requests being larger, more complex, or less maintainable on the measured dimensions. This does
not establish that AI-predicted and non-AI-predicted work are identical on unobserved dimensions
of quality, and the theory does not require it. The claim is that AI-attributed work is less likely to
receive the process through which uncertain work becomes acceptable, not that reviewers reject
work they know to be equally good.

5.2 Results: Reviewer Effort

Rejection shows that AI-predicted work is less likely to receive integration. The stronger test of the
theory concerns the composition of response, since effort opacity predicts not simply less response
but a shift in the effort level of the response. Panel B tests this developmental-effort clause, and
the pattern matches the recomposition the theory predicts rather than uniform withdrawal. With
repository and month fixed effects, inline comments fall by 0.25, a 25% reduction relative to the
baseline of 0.97. These are the costliest form of response, because they require the reviewer to
understand the submitted code. The share of feedback that is constructive falls by 4.1 percentage

25



Figure 3: AI-predicted pull requests receive less high-effort reciprocity. Panel A plots percentage-
point estimates for rejection, early rejection, and the share of feedback classified as constructive.
Panel B plots estimates for the number of inline code comments and general discussion comments.
Estimates come from the preferred specifications with repository fixed effects, month fixed effects,
contribution-size controls, and observable code-quality controls. Error bars show 95% confidence
intervals. Standard errors are clustered by author.

points. General comments, which a reviewer can produce without forming that understanding,
rise by 0.25, a 22% increase. Adding observable code-quality controls leaves all three estimates
essentially unchanged. AI-predicted pull requests therefore receive fewer of the high-effort review
comments that help a contribution develop.

5.3 Is AI bias driving rejection?

Maintainers may respond to disclosed AI use, to characteristics of the submitted code, or to both. I
examine these possibilities by comparing responses to AI disclosure and the code-based classifier
prediction. This is a useful test even though AI coding is increasingly commonplace: 92% of
developers at large U.S. companies use AI coding tools, 62% of Stack Overflow respondents used
them in 2024, and 76% were using or planning to (GitHub, 2023a; Stack Overflow, 2024), and by
early 2026 Google reported that AI wrote about half of its code (Alphabet, 2026). Still, open-source
communities have their own norms, so I test the idea directly by asking a simple question: are pull
requests that visibly carry an AI credit rejected more often?

To do this, I use a sample of 21,563 more recent pull requests from the same repositories,
none of which appear in the main analysis. The sample is more recent compared to the main
observational study since AI coding tools that append a co-author credit to the commits they
produce by default are relatively new. In the sample repositories they first appear in mid-2025 and
remain below 2% of pull requests through the end of that year, before surging to over 20% by spring
2026. If maintainers penalized AI use based on a simple AI aversion account, these AI labeled
contributions are exactly where the penalty should appear. However, AI-labeled pull requests are
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Dependent variable indicated by row

(1) (2) (3)

Panel A: Rejection
Rejected

AI-predicted PR 0.3708*** 0.3216*** 0.3181***
(0.0178) (0.0144) (0.0143)

𝑅2 0.081 0.233 0.235

Rejected before formal review
AI-predicted PR 0.0614*** 0.0460*** 0.0449***

(0.0090) (0.0084) (0.0084)
𝑅2 0.008 0.083 0.084

Panel B: Composition of reciprocal effort
Inline code comments

AI-predicted PR −0.3961*** −0.2454*** −0.2395***
(0.0473) (0.0448) (0.0451)

𝑅2 0.008 0.239 0.239

General discussion comments
AI-predicted PR 0.0138 0.2514*** 0.2477***

(0.0874) (0.0940) (0.0930)
𝑅2 0.000 0.112 0.112

Share of feedback constructive
AI-predicted PR −0.0874*** −0.0406*** −0.0397***

(0.0162) (0.0117) (0.0116)
𝑅2 0.007 0.183 0.184

Repository fixed effects No Yes Yes
Month fixed effects No Yes Yes
Size controls Yes Yes Yes
Quality controls No No Yes
Observations 13,614 13,614 13,614

Notes: Each coefficient comes from a separate regression. Rejected and rejected before formal review are
estimated using linear probability models. Inline and general comments are estimated using OLS count models.
The constructive-feedback outcome is the share of comments classified as constructive. Size controls include
initial additions, deletions, and files changed. Quality controls include mean and maximum cyclomatic complexity
and mean maintainability. Standard errors clustered by contributor are reported in parentheses. * 𝑝 < 0.10, **
𝑝 < 0.05, *** 𝑝 < 0.01.

Table 5: AI-Predicted Pull Requests and Reciprocal Effort
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not rejected at higher rates compared to pull requests without the AI label (Table 13). The estimate
is negative in every specification, and when I compare the same contributor’s AI-labelled and
non-AI-labelled pull requests (column 4), the estimate is almost exactly zero. The pattern holds
for first-time contributors as well (column 3), the group facing the highest rejection in the main
observational study.

In an additional analysis in the Appendix, I show that AI disclosure itself might not be driving
the rejections. I find that code disclosed as AI-assisted is not rejected at higher rates that code not
disclosed as AI-assisted. To account for the fact that the AI label can be removed by contributors,
I leverage a natural experiment, detailed in the Appendix (Section A.2.3). A software bug in April
2026 briefly created an “AI-assisted” label to be stamped on pull requests automatically, and whether
the label appeared depended on when a contributor’s editor happened to update to the new version,
not on the contributor opting in to add the trailer or even using AI to write the code. This natural
experiment affected a different set of repositories from the main sample, making it an independent
test. The results show that contributions with an AI-coauthor trailer were not rejected any more
often than contributions that did not have the AI-coauthor trailer. Taken together, the evidence
suggests that AI aversion might not be driving the rejections.

5.4 Heterogeneity

The previous sections show that AI-predicted pull requests receive less high-effort reciprocity on
average. This section provides evidence for where the penalty is largest. This heterogeneity analysis
is informed by the predictions that the theory makes about where the effects of effort opacity might
be strongest. First, effort opacity should have a stronger effect when collaborators face a larger
queue of work since they have stronger reasons to reserve high effort for work that is worth it.
Second, effort opacity should matter more when collaborators have little prior information about
the contributor. If a collaborator already knows that a contributor usually invests effort, the current
work does not have to carry the full burden of showing effort. But when the contributor is unknown,
the submitted work becomes the main basis for deciding how much effort to return.

I measure repository activity based on whether the repository is in the top decile based on
the distribution of the total pull-request volume across repositories. This is a proxy for settings in
which maintainers face many competing claims on their effort. The second is contributor status,
measured in several ways: whether the pull request is the contributor’s first pull request to the
repository, whether the contributor has a prior merged pull request in the repository, and whether
the maintainer has previously merged work from the same contributor.

5.4.1 Repository Size

Effort opacity should be most costly when collaborators must triage. In high-activity repositories,
incoming work creates a larger queue. Collaborators cannot return high effort to every pull request,
so they must decide which work deserves close reading, specific feedback, and integration effort.

28



(1) (2) (3) (4)
Rejected Any review comment General comments Share constructive

AI-predicted PR 0.2314*** −0.2424*** 0.0786 −0.0200
(0.0218) (0.0617) (0.1476) (0.0180)

AI-predicted PR × High-activity repository 0.1290*** −0.0218 0.3495† −0.0418†

(0.0305) (0.0939) (0.1905) (0.0240)

Repository FE Yes Yes Yes Yes
Month FE Yes Yes Yes Yes
Controls Yes Yes Yes Yes
Observations 13,614 13,614 13,614 13,614
𝑅2 0.237 0.239 0.115 0.184

Notes: Each column reports a separate regression with repository and month fixed effects. “High-activity repository” is a time-
invariant indicator for repositories in the top decile by total pull requests. Its main effect is absorbed by repository fixed effects. The
interaction is identified because AI-predicted status varies across pull requests within repositories. Controls are initial additions,
deletions, changed files, mean and maximum cyclomatic complexity, and mean maintainability index. Standard errors clustered
by author in parentheses.
Significance: †𝑝 < 0.10, * 𝑝 < 0.05, ** 𝑝 < 0.01, *** 𝑝 < 0.001.

Table 6: Heterogeneous Association of AI-Predicted Work by Repository Activity

If AI-predicted work makes human effort harder to infer, then the penalty should be larger in these
high-activity settings.

Table 6 reports the results. The interaction between AI-predicted status and high repository
activity is positive and large for rejection. In lower-activity repositories, AI-predicted pull requests
are 23.1 percentage points more likely to be rejected. In high-activity repositories, the penalty is an
additional 12.9 percentage points larger. The total rejection penalty in high-activity repositories is
therefore approximately 36.0 percentage points.

The response-composition results point in the same direction. The interaction is positive for
general comments and negative for the share of constructive feedback, though both are estimated less
precisely. The interaction for any review comment is small and not statistically distinguishable from
zero. Thus, the clearest evidence is on disposition: when reciprocal effort is scarce, AI-predicted
work is especially likely to be rejected. The broader pattern is consistent with effort recomposition,
with suggestive evidence that high-activity repositories also shift more strongly toward lower-effort
general response and away from constructive feedback.

These results support the scarcity prediction. The AI-predicted penalty is not evenly distributed
across collaborative settings. It is amplified where responding collaborators face larger queues of
work and must ration high effort more aggressively.
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5.4.2 Contributor Status

The second prediction concerns what collaborators already know about the contributor’s effort.
When a contributor is unknown, the submitted work carries most of the burden of showing effort.
If that work appears AI-assisted, collaborators have little alternative information to rely on. The
penalty should therefore be largest for contributors with no observed track record. Prior standing
can also supply recognition cues that affect how audiences evaluate otherwise comparable work
(Azoulay, Stuart, and Wang, 2014), making the absence of a track record especially consequential
when effort is opaque.

Table 14 tests this prediction using three measures of contributor standing. Column 1 uses
an indicator for whether the pull request is the contributor’s first observed pull request to the
repository. The interaction between AI-predicted status and first-time contributor status is positive:
first-time contributors face an additional 4.5 percentage point rejection penalty beyond the baseline
AI-predicted penalty. The estimate is modest and statistically weaker than the repository-activity
result, but it is consistent with the theory. The penalty is largest where the collaborator has no prior
information about the contributor’s effort.

The first-time measure is conservative. It is based on the contributor’s first observed eligible
pull request in the sample, not necessarily the contributor’s first-ever interaction with the repository.
Contributors may have prior documentation changes, issues, comments, or pull requests outside the
eligible code sample. This measurement error should attenuate the interaction, making the estimate
best interpreted as a lower bound on the penalty for truly unknown contributors.

Columns 2–4 examine whether additional forms of standing reduce the penalty. Column 2 tests
whether the contributor has a prior merged pull request in the repository. The interaction is close
to zero and statistically insignificant. This suggests that the extensive margin of being entirely
new matters more than accumulated repository standing, at least as measured here. Column 3
tests collaborator-specific familiarity: whether the responding collaborator has previously merged
work from the same contributor. The interaction is large and negative, suggesting that familiarity
may reduce the penalty. However, Column 4 adds responding-collaborator fixed effects, absorbing
stable differences in collaborator leniency. Once this stricter comparison is used, the moderation
disappears. The familiarity result therefore appears to reflect which collaborators handle familiar
contributors, rather than a clean familiarity effect.

Taken together, the results are consistent with the theory but more nuanced than a simple
reputation story. The cleanest evidence is at the boundary between no prior information and some
prior information: the reciprocity penalty for AI-predicted contributions is larger for first-time
contributors. Once a contributor has any observed history, additional measures of status do not
consistently reduce the penalty. This pattern fits the effort-opacity logic. Prior status can partly
substitute for effort visible in the submitted work, but the largest effects are borne by contributors
whose effort cannot be inferred from either the focal work or a prior track record.

The heterogeneity results are consistent with the boundary implications of the theory. AI-

30



predicted work is penalized most strongly where collaborators must ration scarce effort and, more
modestly, where they have the least prior information about the contributor. The repository-activity
result is especially strong: the rejection penalty is substantially larger in high-activity repositories.
The contributor-standing result is weaker but directionally consistent: first-time contributors face
an additional AI-predicted penalty, while deeper familiarity measures are less robust.

5.5 Robustness Checks

Because the GitHub study is observational, the estimates may reflect differences other than AI
assistance. I focus on three central concerns. First, AI-predicted contributions may simply be lower
quality. Second, the classifier may detect code patterns that human reviewers cannot notice. Third,
reviewers may penalize any disclosed use of AI, regardless of the code itself. I address each concern
below and report the complete analyses in Appendix A.2.

The main models already account for contribution size, code complexity, and maintainability. I
also examine the 635 pull requests for which automated test results are available. AI-predicted pull
requests are somewhat less likely to pass every test: 42.7% pass, compared with 51.9% of other pull
requests. This confirms that the two groups are not identical in observed quality. However, adding
test results to the model changes the estimated rejection difference by only 0.5 percentage points.
Even among pull requests that pass every observed test, AI-predicted contributions are rejected
57.0% of the time, compared with 29.3% of other contributions. Automated tests cannot measure
architectural fit, long-term maintainability, or every other aspect of quality. Nevertheless, the results
show that observed test failures explain little of the rejection difference.

5.5.1 Does the AI classifier reflect a software developer’s judgment?

The observational study also assumes that the classifier detects code features that developers could
notice. I examine this assumption in a preregistered study with software developers. Participants
evaluated five code snippets drawn from matched human-written and AI-generated examples and
classified each as human- or AI-generated. After applying the preregistered data-quality rules, the
analysis contains 126 developers and 630 decisions.

As Figure 4 shows, developers correctly identified the source of the code 64.0% of the time,
above the 50% expected by chance (𝑝 < .001). They correctly identified 72.3% of human-written
snippets and 56.6% of AI-generated snippets. Detection was therefore meaningful but imperfect.
More importantly, developers were more likely to classify code as low effort when they believed
it was AI-assisted. The classifier is therefore not capturing a signal that is entirely invisible to
human evaluators; the same broad distinction can be detected by developers and is connected to
their judgments of human effort.

This study does not show that the maintainers in the observational study consciously identified
particular pull requests as AI-generated. It establishes the narrower point needed for the study: code
produced with AI can contain signals that developers notice, and those signals are associated with
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Figure 4: Developers can partly identify AI-generated code, and their judgments are related to per-
ceived human effort. Panel (a) reports classification accuracy. The dashed line marks the 50% expected
by chance. Panel (b) shows, among AI-generated snippets, how often developers classified the code as AI-
generated at different levels of perceived human effort. Larger points represent more observations.

lower perceived human effort. Full details of the stimuli, participant screening, and analysis are
reported in the Appendix.

5.5.2 Additional checks

The Appendix provides additional robustness tests. Across specifications accounting for contributor
experience, project and reviewer strictness, and repeated observations, AI-predicted contributions
remain 11 to 16 percentage points more likely to be rejected. The pattern also appears among
employees contributing to their employers’ public repositories, suggesting that it extends beyond
unpaid collaboration.

The accompanying descriptions provide a further check on effort cues. AI-predicted contri-
butions have comparatively longer descriptions than non-AI-predicted contributions, but contain
less substantive evidence of effort, such as reasons for decisions and testing evidence. This dis-
tinction matters for effort opacity: visible features such as length and mentions of testing need not
reveal the effort behind the work. Accounting for description quality leaves the rejection gap essen-
tially unchanged, while descriptions containing more substantive evidence of effort are themselves
associated with lower rejection.

Finally, I examine whether code from rejected contributions subsequently appears in the project,
hinting at the rejection of potentially useful work. Lines newly proposed in rejected pull requests
later appear verbatim in the codebase for 7.7% of AI-predicted rejections and 9.7% of non-AI-
predicted rejections (𝑝 = .18). This identifies rejected AI-predicted contributions containing code
that the project later uses. It does not establish equal quality across the two groups, but suggests
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that rejection can occur even when a contribution contains code useful enough to be used in the
future.

Together, these checks show that the rejection gap persists after accounting for several observable
differences in contributions and contributors. Unobserved differences may still contribute to the
pattern.

6 Mechanism: Effort Opacity

The observational study documents the pattern anticipated by effort opacity: pull requests whose
code appears AI-assisted receive less high-effort reciprocal review. That study cannot, however,
provide evidence for a clear mechanism driving this reduced reciprocity. The experiment examines
an implication of the proposed mechanism: whether making substantial creator effort legible
increases review priority even when AI assistance is disclosed. I mirror the context of open source
software to create a custom code review platform where I hold the code quality constant and vary
AI disclosure and effort legibility. This 2x2 design is implemented in a within-subjects study where
each subject sees 4 code contributions.

The experiment tests whether making contributor effort legible increases review priority while
AI assistance remains disclosed. The code within each stimulus is unchanged across conditions.
However, the accompanying description may change perceptions of the code’s quality or the
contributor’s competence. I therefore measure these perceptions alongside perceived contributor
effort to examine the pathways associated with review priority.

6.0.1 Study Design

Participants with programming experience evaluated four simulated pull requests in a within-
subjects 2 × 2 design crossing AI disclosure (disclosed against not disclosed) with effort legibility
(high against low). A 4 × 4 Latin square counterbalanced stimuli across conditions. An initial pilot
was run to test the design and the results form the confirmatory study are reported in this section.
This confirmatory study uses the preregistered standard-cleaned sample of 83 participants, yielding
332 contribution-level observations. In the high-effort legibility conditions the description made the
contributor’s effort legible by reporting the problem diagnosed, the reasoning behind the change,
the checks performed, and the contributor’s ownership of the result. In the low-effort legibility
conditions the description supplied comparatively little evidence of human effort, as in “Fixed type
handling. Tests pass.”

The primary dependent variable is a forced ranking over the four contributions the participant
has just reviewed. The four pull requests remain on screen, each shown with its title, repository,
contributor, and description, and the participant places these four objects in order of the review
priority each will receive. The instruction reads, “Rank the 4 pull requests you just reviewed by
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priority. A higher-priority PR is one you find more WORTH your time and review effort as a
maintainer. A lower-priority PR is one you find less worth your effort.”

This is a deliberate choice, motivated by the constraints that reviewers face. The outcome used
here asks the reviewer to divide her own scarce attention among four submissions that require review.
This is the correct outcome to test the mechanism since review effort draws on limited capacity,
and effort spent on one contribution is unavailable to another (Ocasio, 1997; Piezunka, 2015), so
the reviewer facing a queue must decide which of the contributions are worth her reciprocal review
effort.

The forced-choice format provides a better test for the theory compared to a rating scale since
the latter would permit a participant to assign high priority to all four contributions, which makes
it less relevant to the observational study where a maintainer’s effort is budgeted and effort given to
one submission is withdrawn from another. Ranking also removes between-participant differences
in scale use by construction, and it yields a within-person comparison in which the reviewer is held
constant, and the stimuli are balanced across conditions by the Latin square.

Additionally, the results show that within participants, the ranking given to contributions is
associated with merge acceptance (𝜌 = −.30), with willingness to work with the contributor
(𝜌 = −.42), and with perceived contributor effort (𝜌 = −.40), all 𝑝 < 10−7. Secondary outcomes,
collected per trial on rating scales, comprise perceived code quality, perceived contributor effort,
perceived contributor competence, willingness to work with the contributor, and merge acceptance
likelihood. Two of these, willingness to work with the contributor and merge acceptance, are rated
freely for each pull request and so carry none of the ranking’s ipsative constraint.

Because the design is fully within-subjects with one trial per cell, every contrast has a paired
form. I report the difference in rank points alongside Cohen’s 𝑑𝑧, the standardized paired difference,
and where informative 𝑑𝑎𝑣, which standardizes by the average of the two cell standard deviations
and is less sensitive to the within-person correlation. Lower rank values indicate higher review
priority; figures are signed so that positive values indicate a gain in priority.

A sample of 83 may appear small, and it is worth being explicit about what a design of
this form can and cannot resolve. Because each participant contributes all four cells, the relevant
unit for power is the paired difference rather than the participant, and the 83 participants yield
332 contribution-level observations. At 𝑁 = 83, 𝛼 = .05 two-sided, the design detects a paired
effect of 𝑑𝑧 = 0.31 with 80% power and 𝑑𝑧 = 0.36 with 90% power; the sample size was set
in advance at 80 for 90% power against the effect anticipated from earlier work. Achieved power
for the effects actually observed is accordingly high for the tests the argument rests on, at .97
for the contrast among AI-disclosed contributions and .74 for the corresponding contrast among
undisclosed contributions, and low for effects near 𝑑𝑧 = 0.2, at .49 for the contrast that crosses
both factors. This is worth stating plainly, since it means the design is well powered for precisely
the comparisons on which conclusions are drawn and poorly powered for those reported below as
suggestive. To put the efficiency of the within-subjects arrangement in perspective, detecting the
same effect on willingness to work with the contributor in a between-subjects design, given the
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Figure 5: Mean review priority by AI disclosure and effort legibility. The vertical axis is inverted
so that upward indicates higher review priority. Brackets report the difference associated with
disclosure at high or low effort legibility. Error bars are within-subject confidence intervals; because
the design is fully within-subjects and the tests reported in the text are paired, between-subject
intervals would overstate the separation of conditions relative to the comparisons that bear on them.

observed within-person correlation of 𝑟 = +.27, would require roughly 40 participants per cell, or
about 159 in total.

6.0.2 Effort Legibility and the Allocation of Review Effort

The manipulation appears to have operated as intended: participants rated high-effort descriptions
as substantially more detailed than low-effort descriptions (𝑏 = 2.42, 𝑑𝑧 = 1.03, 𝑝 < .001), while
AI disclosure had a considerably smaller negative effect on perceived description detail (𝑏 = −0.28,
𝑑𝑧 = 0.28, 𝑝 = .012).

Figure 5 displays the four cell means. High-effort-legibility contributions received higher mean
review priority under both disclosure conditions, while AI-disclosed contributions with low effort
legibility received the lowest priority. Making contributor effort legible increased review priority
even when AI use remained disclosed. AI-disclosed contributions with high effort legibility received
a mean rank of 2.23, compared with 2.99 under low effort legibility (difference= −0.76 rank points;
𝑑𝑧 = 0.43, 𝑝 < .001, 95% CI [−1.15,−0.37]).

Figure 6 shows how these mean differences translate into the distribution of review priority. Low-
effort-legibility, AI-disclosed contributions were given the lowest priority more frequently than any
other condition - 36.1% of participants placed them fourth, compared with 25.3% for low-effort-
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Equivalence bound 𝑝TOST Conclusion

𝑑𝑧 = ±0.20 .106 not supported
𝑑𝑧 = ±0.25 .045 supported
𝑑𝑧 = ±0.30 .016 supported
𝑑𝑧 = ±0.35 .005 supported

Table 7: Equivalence tests on the parity contrast (high-effort AI-disclosed against high-effort
undisclosed) across candidate bounds. Observed difference: 𝑑𝑧 = +0.06.

legibility contributions without AI disclosure and 19.3% for each high-effort-legibility condition.
More broadly, 74.7% of participants placed low-effort-legibility, AI-disclosed contributions in the
bottom two positions, compared with 34.9% for high-effort-legibility, AI-disclosed contributions.
These descriptive distributions illustrate the allocation pattern underlying the mechanism: AI-
disclosed work with low effort legibility is concentrated near the bottom of the reciprocal review-
priority ordering.

In addition, an AI-disclosed contribution with high legible effort received somewhat higher
review priority than a non AI-disclosed contribution with low legible effort, with mean ranks of
2.23 and 2.66 respectively, a difference of −0.43 rank points (𝑑𝑧 = 0.24, 𝑑𝑎𝑣 = 0.40, 𝑡 (82) = −2.23,
𝑝 = .029).1 Reviewers do not appear to have ranked contributions by AI use alone. Offered a choice
between AI-assisted work with high effort legibility and work with low effort legibility but created
without AI assistance, participants were more likely to reciprocate their scarce review effort toward
the AI-assisted work.

Therefore, where work has high effort legibility, disclosed AI-assisted work receives review
effort similar to high effort legible work that is not AI-assisted. Among high-effort legibility
contributions, the difference between AI-assisted and non AI-assisted work is +0.11 rank points
(𝑑𝑧 = 0.06), with a 90% confidence interval of [−0.21,+0.43] rank points, or 𝑑𝑧 ∈ [−0.12,+0.24].
Taking the smallest effect size of interest to be 𝑑𝑧 = 0.30, the conventional threshold for a small
effect, equivalence is supported (𝑝TOST = .016). Since the choice of bound governs the conclusion,
Table 7 reports a range of candidate bounds rather than a single figure. Equivalence obtains at any
bound of 𝑑𝑧 ≥ 0.25 (𝑝TOST = .045) and is not supported at 𝑑𝑧 = 0.20 (𝑝TOST = .106); the tightest
symmetric bound the data reject at 𝛼 = .05 is 𝑑𝑧 = 0.24, or 0.43 rank points.

6.0.3 Perceived Effort and Reduced Reciprocity

The theory argues that reviewers reciprocate effort in response to the effort they can infer from
the work. Two alternatives suggest different carriers: if effort legibility makes the code seem
better, perceived quality ought to carry the effect; if effort legibility makes the contributor seem

1This contrast crosses both experimental factors and was not preregistered. I report it as a planned theoretical
contrast rather than as a confirmatory test.

36



Figure 6: Distribution of Review Priority by AI Disclosure and Effort Legibility. Each bar reports the
percentage of participants assigning each rank to a contribution in that condition. Rank 1 indicates
the highest review priority and rank 4 the lowest. Each participant assigned ranks 1 through 4 once
across the four contributions. Segment labels are rounded to the nearest percentage point.

more capable, perceived competence ought to carry it. Section 2 raises a third possibility, namely
that effort legibility makes the work easier to review, in which case the effect might run through
anticipated review cost rather than through perceived contributor effort. I consider first which
perception covaries with the allocation at all. Because the ranking is ipsative, all three perceptions are
centered within participant and standardized, and standard errors are clustered by participant. Within
AI-disclosed trials, perceived contributor effort predicts review priority (𝑏 = −0.42, 𝑆𝐸 = 0.12,
𝑝 < .001); perceived competence is a weaker and only marginal predictor (𝑏 = −0.24, 𝑆𝐸 = 0.12,
𝑝 = .053); and perceived code quality does not predict it (𝑏 = +0.12, 𝑆𝐸 = 0.12, 𝑝 = .32). Pooling
all trials, the coefficient on perceived code quality is close to zero (𝑏 = −0.01, 𝑆𝐸 = 0.10, 𝑝 = .91).
Perceived effort remains a significant predictor after conditioning on AI disclosure (𝑏 = −0.37,
𝑆𝐸 = 0.12, 𝑝 = .001).

Formal mediation points in the same direction. In a parallel model entering all three candi-
date mediators jointly, with participant fixed effects and 95% confidence intervals obtained by
participant-cluster bootstrap, only perceived contributor effort carries the effect of visible effort
cues on review priority (Table 8); the indirect paths through perceived competence and perceived
code quality are not statistically distinguishable from zero. That perceived quality appears inert
here is worth remarking on, since a quality account is probably the one reviewers themselves would
name first. AI disclosure did not significantly reduce perceived code quality (𝑏 = −0.19, 𝑑𝑧 = 0.16,
𝑝 = .15), and perceived code quality does not predict the priority ranking decision. Perceived
competence behaves in something like the mirror image: AI disclosure does appear to lower it
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Mediator 𝑎 path 𝑏 path Indirect effect 𝑑𝑧 95% bootstrap CI

Perceived contributor effort 0.89 −0.23 −0.208 −0.15 [−0.385,−0.065]
Perceived contributor competence 0.60 −0.09 −0.052 −0.04 [−0.145, 0.045]
Perceived code quality 0.38 −0.05 −0.017 −0.01 [−0.093, 0.063]

Table 8: Parallel mediation of effort legibility on review priority. The 𝑎 path estimates the effect
of visible effort cues on the mediator with participant fixed effects and AI disclosure included as a
covariate. The 𝑏 path estimates the association between the mediator and review priority in a model
including legible effort, AI disclosure, all three mediators, and participant fixed effects. Indirect
effects are given in rank points and, in the 𝑑𝑧 column, standardized by the standard deviation of
the paired rank difference (1.37). Confidence intervals are from a participant cluster bootstrap. The
total effect of the effort cue is −0.65 rank points (𝑝 < .001) and the direct effect net of the three
mediators is −0.37 (𝑝 = .035). Negative indirect effects indicate higher review priority.

(𝑏 = −0.28, 𝑑𝑧 = 0.25, 𝑝 = .023), making it the one social attribution disclosure reliably moves,
yet it does not appear to be the attribution reviewers use to decide which contribution is worth their
effort.

Within AI-disclosed work, the parallel mediation analysis supports an indirect effect of ef-
fort legibility on review priority through perceived creator effort (indirect = −0.278, 95% CI
[−0.641,−0.003]). Effort legibility also increases review priority for contributions without AI use
(0.54 rank points, 𝑑𝑧 = 0.29,p = .010). These results support the prediction that high effort legibility
increases review priority when AI assistance is disclosed. The benefit of high effort legibility in
the no AI assistance condition is also consistent with effort reciprocity operating more generally. A
common mechanism does not require identical treatment effects across AI use conditions.

After ranking the four pull requests, participants explained what had driven their choices.
These responses are descriptive rather than a separate test, having been written after the ranking
decision, but they are informative about what the cues appear to have meant. Participants often
treated the description as evidence that the contributor had done their part of the collaboration.
One wrote that “the biggest factor was how well contributors explained their thinking. Good code
matters, but a clear description shows the person actually understands the problem” (P10); another
that “I deprioritized PRs with vague ‘tests pass’ descriptions even if the code approach seemed
correct, because I can’t review what I don’t understand” (P91). Disclosure produced a division
that maps loosely onto the experimental pattern. Some participants penalized disclosed AI use as
such, one noting that “bottom positions were assigned to the AI-assisted contributions due to a
lack of individual oversight” (P21). Others stated a conditional: “Using AI is fine, but you need
to know when it is wrong. It’s a tool, not a short-cut” (P81); “AI assistance did not determine my
ranking. I focused more on the quality of the implementation” (P58). A number of participants also
emphasized reviewability, referring to scope discipline, merge risk, and testing. These remarks are
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a reminder that the two considerations travel together in reviewers’ own accounts of their choices.
In addition, inspection of the ranking explanations suggests that few participants explicitly framed
their choices in terms of saving their own review time. Some nevertheless discussed whether the
descriptions made a contribution understandable or reviewable. Because these explanations were
elicited after ranking and do not measure either anticipated review cost or felt obligation, they
cannot distinguish prudent triage from reciprocity.

The experiment holds the code within each stimulus constant across conditions while varying
the accompanying description. Accounting for the code stimulus and presentation order leaves
the estimated increase in priority for AI-disclosed work largely unchanged (−0.74 rank points,
compared with −0.76 without these controls). Both effort conditions disclose AI assistance, so the
difference in priority cannot be explained by the disclosure alone.

Holding the code constant does not, however, hold perceptions of quality or competence con-
stant. The parallel mediation analysis therefore includes perceived creator effort, code quality, and
contributor competence together. Within AI-disclosed work, perceived effort is the only measured
mediator with a statistically significant indirect effect. This supports perceived effort as a pathway
connecting effort legibility to review priority, while allowing quality and competence to influence
reviewers’ responses.

The increase in review priority for AI-disclosed work also holds under participant-level bootstrap
and sign-flip tests. The outcome measures relative priority among contributions, however, rather
than the time or depth of review participants would provide. Making substantive creator effort legible
increases review priority even when AI assistance remains disclosed. The significant indirect effect
through perceived creator effort provides support for the mechanism proposed in Hypothesis 2:
reviewers’ willingness to reciprocate depends on the human investment they infer from the work.

Two limitations qualify the interpretation of the mechanism. First, the descriptions provide task
information alongside evidence of effort and differ in length. Reviewers may therefore prioritize
a contribution partly because its description makes the work easier to understand, and therefore
makes the review process easier. If the description made it easier to review work, I would expect that
this would have an impact on how good the code is perceived to be and how likely it is that the code
will be merged. However, effort legibility moves perceived code quality and merge acceptance far
less compared to review priority. In the parallel mediation, the indirect path from the effort legibility
to priority through perceived code quality is not significant (𝑑𝑧 = +0.01, 95% CI [−0.09, 0.06]),
while the path through perceived effort is significant. Additionally, the features of a pull request that
most directly govern review labor were held constant across effort conditions: the same commits,
the same commit messages, and the same passing checks. The description is in any case a summary
of what work was done rather than a substitute for reviewing it. Therefore, a reviewer who intends
to act on the change must still read the code and verify that the checks were the right ones.

Second, the three perceptions (perceived effort, quality, and competence) were measured after
the manipulation and are correlated with one another (𝑟 = .64 to .77), so the mediation analysis
shows what moves together with reviewers’ choices, not what causes them. This limits what can be
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Figure 7: Parallel mediation of the effort-cue effect on review priority within AI-disclosed trials
(𝑁 = 83 participants, 166 trials). The effort cue raises all three perceptions (𝑎-paths: perceived effort
+0.94, 𝑝 < .001; competence +0.81, 𝑝 < .001; code quality +0.40, 𝑝 = .043), but when the three
compete in the same model only perceived effort predicts priority (𝑏 = −0.21, 𝑝 = .011; competence
𝑏 = −0.06, 𝑝 = .53; quality 𝑏 = +0.07, 𝑝 = .30). Only the indirect effect through perceived effort
excludes zero (−0.20, 95% CI [−0.39,−0.04]); the direct effect remains (𝑐′ = −0.54, 𝑝 = .006;
total 𝑐 = −0.76, 𝑝 < .001), so mediation is partial. Negative coefficients on review priority indicate
higher priority (rank 1 = first). Standard errors are clustered by participant; indirect-effect intervals
are from a participant cluster bootstrap (5,000 draws). Mediators are post-treatment and measured
alongside the outcome, so the estimates describe covariation with the allocation rather than an
identified causal chain. Solid teal paths are significant; dashed grey paths are not.

said about the pathway, not about the effect itself: legible effort raises review priority for AI-assisted
contributions in a direct within-participant comparison that uses no mediator (𝑑𝑧 = 0.43, 𝑝 < .001).

In conclusion, making substantive creator effort legible increases review priority for work
disclosed as AI-assisted. The reported mediation model supports perceived creator effort as one
pathway explaining this increase. These findings are consistent with the proposed role of perceived
creator effort, although the reported mediation does not directly test the indirect effect of labor-
augmenting technology use specified in Hypothesis 2.
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Review priority Want on team Merge acceptance
(forced ranking) (free rating) (free rating)

Contrast 𝑑𝑧 𝑝 𝑑𝑧 𝑝 𝑑𝑧 𝑝

High-effort AI vs low-effort AI 0.43 < .001 0.53 < .001 0.19 .086
High-effort no-AI vs. low-effort no-AI 0.29 .010 0.41 < .001 0.11 .319
High-effort AI vs. low-effort no-AI 0.24 .029 0.35 .002 0.03 .805
High-effort AI vs. high-effort no-AI 0.06 .576 0.08 .444 0.08 .443

Table 9: The four principal contrasts estimated on the ipsative ranking and on two independently
rated per-trial measures. Cohen’s 𝑑𝑧 is reported as an absolute value; all estimates run in the
direction the theory anticipates except the parity contrast, which is near zero on all three measures.

7 Discussion

This paper began with a puzzle about generative AI and collaborative work. If AI helps individuals
produce work faster and more easily, why might organizations still struggle to convert that output?
I argue that the answer lies in how work is created. Work becomes valuable through a collaborative
process that requires reviewers to invest effort in providing feedback and integrating the work.

The paper develops and tests a theory of effort opacity: the difficulty collaborators face in
inferring effort from work when AI can help produce polished output with uncertain human
involvement. The central claim is that AI changes not only the cost of producing work, but also
the information that work carries about the effort behind it. When human effort becomes harder to
read, collaborators become less willing to return high effort of their own.

The evidence presented in this paper supports this argument. The observational study shows
that pull requests whose code appears AI-assisted are more likely to be rejected and receive less
high-effort response in the field. The response is not uniform disengagement. Instead, reciprocal
effort is recomposed: code-specific inline comments decline, general comments increase, and
feedback becomes less constructive. These patterns persist after controlling for contribution size,
code complexity, maintainability, automated test outcomes, newcomer status, abandonment, and
richer project and collaborator controls. The penalty is also strongest where the theory predicts:
in high-activity repositories where collaborators must ration scarce effort, and more modestly for
first-time contributors whose effort cannot be inferred from prior history.

I also run a pre-registered between-subjects study to validate the key assumption behind the
observational evidence. Developers can identify AI-generated code above chance but imperfectly,
and perceived AI involvement is associated with lower attributed human effort. This matters because
the observational study does not observe actual reviewer perception. The between-subjects study
shows that code bearing AI-like signatures is behaviorally meaningful: it changes what developers
infer about the human effort behind the work.

The within-subjects experiment then examines whether making contributor effort legible
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changes review allocation. Holding code constant, I vary AI disclosure and effort legibility in the
pull request description. Effort-legible descriptions substantially increase priority for AI-disclosed
work, and perceived effort is the principal measured pathway connecting the manipulation to review
priority. Legible effort raises review priority for non-AI assisted work as well, which is what the
theory supports. Effort legibility drives reciprocal review generally, and generative AI degrades that
legibility at scale, not because it changes what reviewers are responding to but because it makes
effort less legible.

Together, the studies identify a paradox. AI can make work easier for individuals to produce
while making human effort harder for others to infer. This weakens the effort-for-effort reciprocity
through which individual contributions become collective value.

7.1 Contributions

The paper makes three contributions.
First, it contributes to research on AI and productivity in organizations. Prior studies demonstrate

that AI can improve the speed and quality of individual work while documenting important variation
across workers and tasks (Noy & Zhang, 2023; Brynjolfsson, 2025; DellAcqua et al., 2026; Peng et
al., 2023). This research has primarily measured productivity at the point of production. I examine
what happens downstream, when an output must receive another person’s attention before it can be
accepted and used. A central insight in strategy is that the value of a technology depends not only
on the technology itself, but on the complementary actors, assets, and routines through which it is
used (Teece 1986). I identify an evaluative microfoundation for this problem. AI may increase the
supply of individual output while degrading the information collaborators use to decide whether
that output deserves their own effort. Work does not integrate itself; it must attract scarce human
effort. The organizational return to AI therefore cannot be inferred from production gains alone.
It depends on whether AI-assisted outputs still elicit the reviewing and integration effort needed
to realize their value. Research on software development shows that coordination practices shape
the balance between knowledge integration and the creation of novel knowledge (Ghosh and Wu,
2023). My findings identify a related challenge: contributions must elicit others’ developmental
effort before they can be integrated, and production technologies can weaken the informational
basis for that investment.

Second, the paper contributes to social exchange theory by identifying the observability of effort
as a condition shaping reciprocity. Social exchange theory holds that cooperation is sustained when
actors respond to one another’s contributions with contributions of their own (Gouldner 1960, Blau
1964, Emerson 1976, Molm 2010). What sustains the exchange is not only the benefit each party
receives, but each party’s ability to read the other’s investment from what is exchanged. Signaling
theory explains why work has served that purpose: observable features are informative when they
are difficult to produce without investing in the underlying task (Spence 1973). I introduce effort
opacity to capture what happens when technology weakens that relationship. The findings suggest
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that reviewers calibrate their effort not only to the apparent quality of the work, but also to the effort
they believe its contributor invested, and that visible-effort cues increase willingness to engage with
AI-assisted work. Reciprocity therefore depends not only on the exchange of benefits, but on the
legibility of effort in what is exchanged.

Third, the paper contributes to research on evaluation in organizations. Prior work examines how
evaluators interpret signals about the merit of a contribution and the capabilities of its creator, with
consequences for which ideas receive resources and advance (Elsbach & Kramer2003, Boudreau
2016, Criscuolo 2017). Recent studies further show that AI use can itself become an evaluative
signal, affecting judgments of competence, motivation, and trust (Reif 2025, Schilke & Reimann
2025, Gai 2025). I conceptualize evaluation not only as a judgment rendered on finished work, but
as an allocation of costly collaborative effort. Reviewers decide which contributions to examine,
how closely to scrutinize them, and how much developmental feedback to provide, and these
decisions shape what the work becomes. The findings show how production technology can alter
these behavioral investments by changing what evaluators infer about the effort of the person behind
the work.

7.2 Organizational Stakes: Contributor Progression and Retention

Whether elevated rejection of newcomer work matters for the organization depends on whether it
falls at a consequential margin. We examine two: whether the outcome of an early contribution
predicts a contributor’s subsequent progression, and whether newcomers’ retention has deterio-
rated relative to incumbents since the arrival of AI coding assistants. The focus on progression
follows evidence that newcomers’ early trajectories predict their later retention and advancement in
organizations (Srivastava et al., 2018). Figure 7 shows that early outcomes and subsequent progres-
sion are tightly linked. Among newcomers, 19.9% of those whose first pull request was accepted
become regular contributors in the following year, against 7.9% of those whose first pull request
was rejected—a difference of twelve percentage points at the very margin where AI-predicted work
is most likely to be rejected. Rejection is associated with lower subsequent participation among
incumbents as well (77.8% versus 57.8%), but the meaning of the loss differs: a rejected incumbent
still continues more often than not, while a rejected newcomer almost never becomes a regular
contributor. These estimates are adjusted for year and repository, but the comparison remains asso-
ciative: accepted and rejected contributions may differ in project fit, contributor commitment, and
other characteristics we do not observe.

Figure 9 provides sharper timing evidence on the retention margin itself. It reports difference-
in-differences event-study estimates comparing the one-year retention of experienced-outsider
newcomers—contributors making their first pull request to a repository but arriving with a track
record elsewhere in the sample—with that of incumbents in the same repository and year. The
gap is statistically indistinguishable from its 2022 level in every pre-period year, supporting the
parallel-trends assumption, and remains so through 2023 and 2024. In 2025, however, the retention
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Notes: The figure shows the regression-adjusted probability of being a regular contributor in the year after a
decided pull request, by the outcome of that pull request. A regular contributor is someone with three or more
merged PRs in the repository within the following year, not counting the anchor PR. Newcomers are contributors
whose anchor is their first PR to the repository (𝑛 = 17,963, 2019–2025); incumbents have at least five prior
contributions, with one anchor per year. Estimates include year and repository fixed effects; whiskers are 95%
confidence intervals from repository-clustered standard errors.

Figure 8: Probability of becoming a regular contributor, by the outcome of the anchor pull request
and contributor standing.

of experienced outsiders falls by 11.8 percentage points relative to incumbents (𝑝 = .020). The
timing is consistent with a gradually accumulating effect of AI diffusion rather than a discrete break
at the release of ChatGPT, and the affected group is notable: these are not naive first-time contrib-
utors but developers whose demonstrated experience elsewhere would previously have transferred
across project boundaries.

Taken together, the results identify organizational stakes rather than a causal downstream effect.
AI-predicted work is disproportionately rejected when it comes from newcomers; rejected new-
comers rarely progress; and the relative retention of experienced newcomers deteriorated sharply
in 2025. These losses land in communities whose senior core is no longer replenishing itself—net
entry into the core turned negative in 2024–2025 (Appendix Figure 10)—so elevated rejection of
newcomer work operates at a margin that is consequential for the continued growth of collaborative
communities.
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Notes: The sample is one anchor per author–repository–year: the author’s first pull request to the repository in
that year. Newcomers are making their first-ever pull request to the repository but have prior pull request activity
elsewhere in the 166-repository sample (“experienced outsiders”); incumbents have prior pull requests in the
repository. The outcome is retention, defined as two or more further pull requests to the same repository within
365 days of the anchor; anchors with fewer than 365 days of observation before the June 2026 collection date
are dropped, so every estimate—including 2025—reflects a complete one-year window. Points are coefficients
on newcomer × year interactions from a linear probability model with repository and year fixed effects, with
2022 (hollow marker) as the reference year; whiskers are 95% confidence intervals from repository-clustered
standard errors. The 2025 estimate is −11.8 percentage points (𝑝 = .020).

Figure 9: Event-study estimates of the retention gap between experienced-outsider newcomers and
incumbents.

7.3 Implications for AI Governance

The findings have direct implications for AI governance. The central governance problem is not
simply whether workers disclose that they used AI. A binary disclosure can tell collaborators that
a tool was involved, but it does not tell them what the human did. It does not reveal whether
the contributor diagnosed the problem, checked the output, revised the work, understood the
implications, or took responsibility for the result.

The experiment shows that increasing effort legibility increases review priority for AI-disclosed
work. Organizations should therefore avoid treating AI governance as a simple disclosure problem.
Disclosure may be necessary in some settings, but it is not sufficient. The more important design
problem is how to preserve credible traces of human effort around AI-assisted work.

In practice, this means that organizations may need new routines for documenting human en-
gagement with AI-assisted output. For code, this may include pull request descriptions that explain
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the problem, the reasoning behind the change, the tests performed, and the contributor’s responsibil-
ity for the final code. For other forms of knowledge work, it may include annotated drafts, decision
logs, audit trails, revision histories, assumptions checklists, or explicit statements of verification.
The goal is not to create a bureaucracy around work—a relevant concern because responsible
AI practices can impose meaningful organizational costs, particularly for smaller organizations
(Bessen, Impink, and Seamans, 2022). The goal is to keep the human contribution legible when AI
makes potentially polished work cheap to produce.

The paper also cautions against a purely output-centered view of AI productivity. If organizations
evaluate AI adoption only by the amount or apparent quality of output produced, they may miss
downstream costs in review, feedback, coordination, trust, and integration. The organizational value
of AI depends on the whole collaborative system, not only on the worker using the tool.

7.4 Limitations and Future Research

Several limitations qualify the interpretation of the findings.
First, the observational study measures AI-predicted code rather than verified AI use. GitHub

pull requests do not contain ground-truth information about whether contributors used AI. I therefore
use a code-based classifier to identify pull requests whose submitted code appears AI-assisted. This
is theoretically appropriate because effort opacity concerns what collaborators can infer from the
work, not the unobserved production process. Still, the measure is imperfect. Some truly AI-assisted
work will not be detected, especially if it is heavily edited or produced by models whose style differs
from the training distribution. Some human-written work may also be misclassified. For this reason,
I interpret the field measure as AI-predicted appearance, not verified AI use.

Second, contributors who produce AI-predicted pull requests may differ from other contributors
in unobserved ways. They may choose harder tasks, understand the codebase less well, submit more
speculative work, or rely on AI when they are less committed to follow-through. The robustness
checks address many observable alternatives: size, complexity, maintainability, automated test
outcomes, abandonment, newcomer status, project selectivity, collaborator selectivity, and author
experience. But unobserved differences in task difficulty, architectural fit, contributor motivation,
or true production process may still contribute to the field pattern. The observational study should
therefore be interpreted as field-pattern evidence, not as a causal estimate of actual AI use.

Third, the quality alternative cannot be ruled out completely.The paper shows that the AI-
predicted penalty is not absorbed by observable code characteristics or automated test outcomes,
that the mechanism test experiment holds the underlying code constant, and that rejected AI-
predicted work is subsequently adopted at a rate indistinguishable from rejected non-AI-predicted
work. But quality in knowledge work is difficult to measure exhaustively. Automated tests do not
capture architectural fit, long-run maintainability, project priorities, or whether the contributor
can explain and maintain the change. The strongest claim is therefore not that AI-predicted and
non-AI-predicted work are identical on every quality dimension. The reduced reciprocity for AI-

46



predicted work in the observational study persists after accounting for the observable quality
indicators measured here. The experiment additionally shows that high effort legibility increases
review priority when the quality is held constant, with perceived contributor effort emerging as a
mechanism consistent with the theory.

Fourth, the observational study cannot show that the actual GitHub collaborators consciously
perceived the focal pull requests as AI-assisted. I help bridge this gap by showing that developers
detect AI-generated code above chance and associate perceived AI involvement with lower human
effort. The two studies should therefore be read as converging evidence: the observational study
documents the pattern, and the mechanism experiment tests the mechanism and remedy.

Finally, the empirical setting is open-source software. This setting is ideal for observing work,
traces of effort, and reciprocal response, but it is not the only setting in which effort opacity should
matter. Open-source software may amplify the mechanism because reciprocity, mentorship, and
voluntary effort are especially salient. The magnitude of the effects may be smaller in settings
with stronger formal authority, richer monitoring, repeated interaction, or direct observation of
the work process. At the same time, the paid-employee analysis suggests that the pattern is not
confined to external volunteers: AI-predicted penalties also appear among employees contributing
to company-owned public repositories. Future research should examine effort opacity in private
firms, consulting teams, legal work, scientific collaboration, peer review, education, and other
settings where AI-assisted work must attract effort from others.

Future work can test the mechanism in other work contexts. For example, research shows
that learning about AI advances can change which attributes people regard as essential to being
human (Santoro and Monin, 2023). Future research could examine whether such changes in how
work is perceived also reshape what collaborators regard as a valuable human contribution. Future
work should also study contributor adaptation to reduced reciprocity. This paper focuses on how
collaborators respond to work that appears AI-assisted. It does not observe whether contributors
subsequently abandon AI tools, improve their disclosure practices, learn to document their effort,
exit projects, or shift to different forms of contribution. The theory predicts that contributors will
eventually develop new ways to make human effort visible around AI-assisted work. Understanding
those adaptation strategies is central to understanding how organizations will rebuild collaboration
in the AI era.

Generative AI is often evaluated as a technology for individual productivity. This paper shows
why that view is incomplete. Organizations do not create value simply because individuals produce
more work. They create value when work attracts the reciprocal effort needed for review, feedback,
revision, trust, and integration. AI can disrupt that process by creating effort opacity. When technol-
ogy can produce polished work with uncertain human involvement, collaborators may struggle to
infer how much effort the human contributed. The work may be useful. It may even be technically
strong. But if the human effort behind it is difficult to read, collaborators have less basis for returning
high effort of their own.

The evidence shows that this problem is consequential. In the observational data, code con-
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tributions that appear AI-assisted are more likely to be rejected and receive less code-specific
developmental engagement. In the experiment, making contributor effort legible substantially in-
creases priority for AI-disclosed work, with perceived contributor effort emerging as the principal
measured pathway. The evidence therefore supports effort legibility as an important basis of review
allocation.

The implication is not that organizations should avoid AI, nor that AI-assisted work is nec-
essarily low quality. The implication is that organizations must govern the human traces around
AI-assisted work. The returns to AI will depend not only on the capability of the tool, but on
whether collaborative systems preserve enough evidence of human effort, judgment, checking, and
responsibility for others to reciprocate. AI changes what people can produce. It also changes what
others can infer from what they produce. The organizations that benefit most from AI will be those
that solve both problems.
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Notes: The figure shows the net flow into the senior core—contributors crossing their tenth merged PR minus
previously active core contributors with no PRs in the calendar year—per 100 active core contributors, adjusted
for repository age. Faded points are yearly estimates; the horizontal segments are the 2020–21 and 2024–25
averages. The difference between the two averages is −16.4 per 100 core contributors (𝑝 = .011, repository-
clustered). Part of the decline predates the diffusion of GAI coding assistants, so we present it as context on the
state of core renewal rather than as an effect of GAI.

Figure 10: Net flow into the senior contributor core, 2020–2025.

Theory concept GitHub operationalization

Work submitted by contributor Pull request code change
Responding collaborator Maintainer or reviewer responding to the pull request
High-effort response Inline comments, constructive feedback
Low-effort response General comments, non-constructive feedback, rejection
Effort opacity Pull request code appears AI-assisted, making human effort

harder to infer
Scarcity of reciprocal effort High-activity repositories / large review queues
Alternative information about effort Contributor’s prior history with the project or reviewer
Repair channel Pull request description that makes human effort visible

Table 10: Mapping the theory to the GitHub setting.

A Appendix

A.1 Is the low effort visible in the write-up?

Pull requests classified as GAI-predicted have longer descriptions and more frequently mention
motivation and testing. Length and surface structure, however, need not indicate substantive en-
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Theme Illustrative response

Description and expla-
nation

“The biggest factor was how well contributors explained
their thinking. Good code matters, but a clear descrip-
tion shows the person actually understands the problem”
(P10).

Scope discipline Participants down-ranked pull requests that added unre-
quested behavior or changed more than needed for the bug
fix.

Safety and correctness “Least risk of causing any PROD issues is how I ranked
it” (P44).

AI as low ownership “Bottom positions were assigned to the AI-assisted con-
tributions due to a lack of individual oversight” (P21).

AI acceptable with judg-
ment

“Using AI is fine, but you need to know when it is wrong.
It’s a tool, not a short-cut” (P81).

Table 11: Open-Ended Reasons for Review Priority

gagement. This section examines whether descriptions accompanying GAI-predicted code contain
concrete evidence of reasoning, verification, and design. The code classifier does not establish
actual GAI use or the amount of editing performed by a contributor; it identifies pull requests
whose submitted code exhibits features associated with GAI generation.

To conduct this analysis, I recovered each description as it appeared when the pull request was
first submitted and measured two features. First, I rated overall description effort from 0, indicating
empty or boilerplate text, to 2, indicating substantive explanation. Second, I recorded whether the
description contained a concrete reason for the change, actual testing evidence, and an explanation
of the design. A language model applied fixed coding rules while remaining blind to the code-based
GAI classification. I benchmarked these ratings against 5,914 hand-coded descriptions; the two sets
of ratings agreed within one point 99.7

Finding 1: longer, but thinner. On the surface AI-flagged descriptions look more effortful—they
are longer (median 505 versus 332 characters; Figure 11, left). But length is not substance. When
we compare descriptions of the same length, AI-flagged ones are more often thin (Figure 11, right;
Table 12). A raw comparison shows no gap—because AI users simply write more. The gap only
appears once we compare like-for-like: then AI-flagged descriptions are about 5 percentage points
more likely to be low-effort for their length.

Finding 2: more of the signals of effort, less of the substance. Figure 12 makes the point sharply.
AI-flagged authors show more of every surface signal of effort: they write longer descriptions
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(+12pp), use more motivation language (+10pp), and mention testing more often. But for the same
length, their descriptions contain less real substance: they are 8 points less likely to give a genuine
reason, 5 points less likely to show real testing evidence, and 3 points less likely to explain the
design (all statistically significant). In short, AI amplifies the signals of effort while delivering less
of the thing itself. The box below shows a typical case: a rejected, AI-flagged pull request whose
description has every section heading of a careful write-up and no content in any of them.

A real (rejected, AI-flagged) description — “Feat/run status notification”:
## Description
## Development notes
## QA notes
## Checklist
□ Read the contributing guidelines □ Opened this PR as a Draft □ Updated the documen-
tation □ Added new entries to RELEASE.md □ Added tests to cover my changes
It has the shape of a thorough description—four labelled sections and a checklist—and none of
the substance: every section is empty and every box unchecked.

Finding 3: a good description does help—matching the experiment. A more effortful de-
scription is linked to a lower chance of rejection (about 2 percentage points lower per effort point,
holding length and project fixed), with no sign that this help is smaller for AI-flagged work. This
pattern is consistent with the mechanism experiment in Section 6, where adding genuine effort cues
to the description improved how reviewers treated AI-disclosed work. Putting real effort into the
write-up is worth it.

Finding 4: the code penalty is a separate problem. Even after we account for how good the
description is, the penalty on AI-flagged code barely moves (from +28.8 to +28.5 percentage
points). The two act on their own: a better description lowers rejection a little for everyone, while
the much larger AI-code penalty sits on top and is not explained away by the write-up.

Why this matters. Effort is hard to see. AI-flagged authors produce descriptions that carry more
of the visible marks of diligence—length, structure, the language of motivation and testing—while
carrying less of the substance behind them. The most obvious cue therefore points the wrong way.
A genuinely effortful description does help, as the experiment shows; but there is also a low-effort
signal in the code that a polished-looking write-up does not cover up. The tell is in the work itself,
not in the way it is packaged.

A.2 Detailed Robustness Checks

The observational study documents a strong association between AI-predicted code and the recipro-
cal effort returned by project collaborators. Because the study is observational, the main empirical
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Figure 11: AI-flagged pull requests write longer descriptions (left), yet for the same length their
descriptions are more often thin on substance (right). Length looks like effort but is not.

Figure 12: More signal, less substance. Left: AI-flagged descriptions show more of every surface
sign of effort (raw comparison). Right: yet for the same length and project they contain less genuine
substance—fewer real reasons, less testing evidence, less design detail (all differences statistically
significant).

concern is not a single alternative explanation, but a family of related threats. AI-predicted pull
requests may be lower quality, more speculative, more likely to be abandoned, more likely to come
from newcomers, routed to stricter projects or collaborators, or submitted by less experienced au-
thors. The penalty may also be specific to volunteer open-source collaboration rather than a broader
feature of organized work.

This section subjects the result to these alternatives. The goal is not to turn the observational
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(1) (2) (3) (4)

Panel A. Description effort score (0–2)
AI-flagged 0.033 0.004 −0.041 −0.071∗∗∗

(0.037) (0.031) (0.026) (0.025)

Panel B. Chance the description is low-effort (×100)
AI-flagged −0.82 0.29 3.80∗∗ 4.99∗∗∗

(2.19) (1.92) (1.54) (1.50)

Compare same length ✓ ✓

Compare same project ✓ ✓

Pull requests 13,614 13,614 13,614 13,614

Notes. All 13,614 pull requests across 166 projects. Description effort scored 0–2 by a language model blind
to the AI flag, checked against 5,914 hand-scored descriptions (99.7% agree within one point). “Low-effort”
means a score of 0. “Compare same length” adjusts for log(characters); “compare same project” adds project
fixed effects. Standard errors clustered by author in parentheses. ∗𝑝 < 0.10, ∗∗𝑝 < 0.05, ∗∗∗𝑝 < 0.01.

Table 12: PR-description effort and AI-flagged code. A raw comparison hides the gap; comparing
like-for-like reveals it.

estimate into a causal effect of actual AI use. Rather, the goal is to ask whether the field pattern
predicted by effort opacity survives the most direct observable explanations. Across checks, the
answer is yes. The AI-predicted penalty attenuates under some conservative specifications, but it
remains large, statistically precise, and substantively consistent with the theory.

A.2.1 Do Human Developers Align With The Classifier On Which Code is AI-assisted vs
Not?

The observational study shows that AI-flagged pull requests face higher rejection rates on GitHub.
But this evidence rests on a key assumption: the classifier must be capturing AI code features that
human reviewers could also notice. If the classifier were detecting features that are invisible to
developers, then the rejections in the observational study could reflect an unobserved confound
rather than maintainer responses to AI-like signals.

I test this assumption directly. In a pre-registered between subjects study, I ask whether devel-
opers can distinguish AI-generated code from human-written code when evaluating a contribution
in isolation, and whether their classifications are tied to perceived human effort. This design mir-
rors the observational setting. The study has two goals. First, it tests whether developers have
above-chance ability to detect AI-generated code. Second, it tests whether effort is the cue through
which detection works. The theory does not require developers to run a conscious “AI detector.”
It requires only that AI-generated code sometimes disrupts the effort signals developers use when
judging work.
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(1) (2) (3) (4)

AI co-author credit −0.063∗ −0.053∗ −0.053 −0.001
(0.037) (0.029) (0.034) (0.020)

Newcomer 0.191∗∗∗ 0.191∗∗∗ 0.043∗∗∗

(0.024) (0.024) (0.011)
Credit × Newcomer −0.002

(0.046)

Size controls Yes Yes Yes Yes
Repository fixed effects Yes Yes Yes —
Contributor fixed effects — — — Yes
Observations 21,563 21,563 21,563 17,848

Notes: Linear probability models; outcome is rejection, self-merged pull requests excluded. The AI co-author
credit is an attribution line that AI coding tools add to commits by default and that contributors may remove;
it is visible in the contribution record. Newcomer indicates the contributor’s first observed pull request in the
repository (contributors active before the sample window may be misclassified as newcomers). Size controls
are log lines added and log files changed. Column (4) is estimated within contributor (contributor fixed effects;
sample restricted to contributors with two or more pull requests; repository fixed effects omitted). Standard
errors in parentheses, clustered by contributor. ∗𝑝 < 0.10, ∗∗𝑝 < 0.05, ∗∗∗𝑝 < 0.01.

Table 13: A visible AI co-author credit does not predict rejection

I recruited 150 developers through Prolific for this study. Subjects were screened for recent
coding experience and code comprehension. After applying pre-registered quality filters for speed-
ing, invariant responding, and positional responding, the final sample contains 126 participants and
630 trial-level observations. Each participant completed five trials. The stimuli consisted of five
matched pairs of code snippets. Each pair contained a human-written snippet drawn from pre-AI
GitHub pull requests and an AI-generated equivalent produced by a large language model. These
snippets came from the known-source corpus used to build the classifier. This design is deliberate.
The GitHub pull requests do not contain verified information about whether the contributor used
AI. This study therefore does not prove the true source of the GitHub pull requests. Instead, it tests
the assumption needed for the interpretation of a possibly reason why AI-predicted code is rejected
at higher rates: the code distinction used by the classifier is also visible enough for developers to
use. More details on the experiment are in the Appendix.

Figure 4 Panel A reports classification accuracy. Developers distinguish AI-generated from
human-written code at above-chance rates. Overall accuracy was 64.0%, significantly above the
50% chance baseline, 𝑡 (125) = 6.23, 𝑝 < .001, 𝑑 = 0.55, 95% CI [0.37, 0.74]. Developers
distinguish AI-generated from human-written code at above-chance rates. Overall accuracy was
64.0%, significantly above the 50% chance baseline, 𝑡 (125) = 6.23, 𝑝 < .001, 𝑑 = 0.55, 95% CI
[0.37, 0.74].
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(1) (2) (3) (4)
First observed PR Prior merge Collaborator Collaborator

in repository in repository familiarity familiarity

AI-predicted PR 0.2896*** 0.3229*** 0.3454*** 0.1866***
(0.0195) (0.0188) (0.0163) (0.0148)

Is Newcomer (𝑁) 0.1002*** 0.0045 −0.1818*** −0.1004***
(0.0090) (0.0072) (0.0097) (0.0078)

AI-predicted PR × 𝑁 0.0445† −0.0085 −0.1702*** −0.0366
(0.0266) (0.0232) (0.0304) (0.0269)

Repository FE Yes Yes Yes No
Responding-collaborator FE No No No Yes
Month FE Yes Yes Yes Yes
Controls Yes Yes Yes Yes
Observations 13,614 13,614 13,614 13,574
𝑅2 0.248 0.235 0.282 0.529

Notes: Linear probability models. The dependent variable is rejection. The standing measure 𝑀

differs by column. Column 1 uses an indicator for whether the pull request is the contributor’s
first observed eligible pull request to the repository. Column 2 uses an indicator for whether the
contributor has at least one prior merged pull request in the repository. Columns 3 and 4 use
collaborator familiarity, an indicator for whether the responding collaborator handling the pull
request has previously merged work from the same contributor. Column 4 replaces repository fixed
effects with responding-collaborator fixed effects. Controls are initial additions, deletions, changed
files, mean and maximum cyclomatic complexity, and mean maintainability index. Standard errors
clustered by author in parentheses.
Significance: †𝑝 < 0.10, * 𝑝 < 0.05, ** 𝑝 < 0.01, *** 𝑝 < 0.001.

Table 14: The AI-Predicted Penalty and Contributor Status

Detection is meaningful but imperfect. Participants correctly identified human-written code
72.3% of the time, compared with 56.6% for AI-generated code. The difference is statistically
significant, paired 𝑡 (119) = 3.22, 𝑝 = .002, 𝑑 = 0.29. Participants also showed a modest human-
response bias, choosing “Human” on 57% of trials. The second goal of the study is to check
the correlation between perceived effort and perceived AI-assisted code. The theory predicts that
developers should be more likely to classify code as AI-generated when the code appears to contain
less human effort. Figure 15b shows this pattern among AI-generated snippets. When code is
predicted to be AI-generated code it is rated as lower effort, and vice versa, when code is predicted
to be more likely to be human written, it is rated as higher effort.

This study supports the main assumption needed to interpret the observational study results.
Developers can detect AI-generated code at above-chance rates, but imperfectly. Overall accuracy is
64.0%, and signal detection analysis confirms moderate discriminability, 𝑑′ = 0.632. The classifier
signal is therefore not entirely invisible to human evaluators. Developers are more likely to classify
code as low effort when they believe it was AI-assisted. This connects the classifier-based obser-
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vational evidence to the theory: AI-predicted code can weaken the effort signals developers use to
judge whether a contribution deserves their attention. The moderate detection rate also helps ex-
plain the observational study results. If developers detected AI-generated code perfectly, AI-flagged
contributions would be uniformly penalized. If they could not detect it at all, the observational study
rejection penalty would be difficult to interpret as a response to AI-like signals. The evidence falls
between these extremes. AI-generated code is partly legible. Some AI-generated work preserves
effort signals and passes as human-written. Other AI-generated work disrupts those signals and is
classified as AI-generated.

A.2.2 Functional Quality: Automated Test Outcomes

The most direct alternative explanation is that AI-predicted pull requests are rejected because
they are lower quality. The main specifications already control for observable code characteristics,
including contribution size, cyclomatic complexity, and maintainability. A stronger version of the
quality alternative is functional: perhaps AI-predicted pull requests are rejected because they simply
do not work.

I examine this possibility using continuous-integration data where available. Continuous-
integration systems run automated tests, linters, build checks, and related validation procedures
on submitted code. These checks are not a complete measure of quality, but they are among the
most concrete quality signals available to project collaborators at review time.

Among the 635 pull requests across 70 repositories with observed CI/CD outcomes, AI-
predicted pull requests are less likely to pass all automated checks. As Table ?? shows, 42.7%
of AI-predicted pull requests pass all tests, compared with 51.9% of non-AI-predicted pull requests
(𝑝 = .026). This difference is important: there is some functional-quality gap in the subset where
automated tests are observed.

However, this quality gap explains little of the rejection penalty. Table 15 conditions directly
on whether a pull request passed all observed tests. The CI/CD results show that functional quality
differences exist in the observed-test subset. They therefore rule out an overly strong version of the
argument in which AI-predicted and non-AI-predicted work are identical. However, conditioning
on test passage explains little of the rejection penalty, suggesting that observable functional failure
is not sufficient to account for the field pattern. In Column 1, the AI-predicted rejection penalty is
30.1 percentage points. Adding the test-passage indicator in Column 2 moves the coefficient only
to 29.6 percentage points. With repository and month fixed effects in Column 4, the coefficient
remains 19.7 percentage points. The interaction between AI-predicted status and passing all tests
is statistically indistinguishable from zero. In the raw data, even among pull requests that pass all
automated checks, AI-predicted pull requests are rejected 57.0% of the time, compared with 29.3%
for non-AI-predicted pull requests.

These results do not imply that AI-predicted and non-AI-predicted pull requests are equal on
every unobserved dimension of quality. Automated tests do not capture architectural fit, project
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(1) (2) (3) (4) (5)
Baseline + Test + Repo FE + Repo, Month FE Interaction

AI-predicted PR 0.301*** 0.296*** 0.190*** 0.197*** 0.217***
(0.039) (0.040) (0.038) (0.038) (0.049)

Passed all tests −0.057 −0.061* −0.086** −0.069*
(0.038) (0.035) (0.036) (0.042)

AI-predicted PR × Passed all tests −0.047
(0.070)

Repository FE No No Yes Yes Yes
Month FE No No No Yes Yes
Observations 635 635 635 635 635
𝑅2 0.086 0.090 0.557 0.591 0.591

Notes: Linear probability models. The dependent variable is an indicator for rejection. Test outcomes are
measured at initial submission. Heteroskedasticity-robust standard errors are reported in parentheses. In
Column 5, the AI-predicted penalty is 21.7 percentage points when tests fail and 17.1 percentage points when
tests pass. * 𝑝 < 0.10, ** 𝑝 < 0.05, *** 𝑝 < 0.01.

Table 15: Rejection Probability Conditioning on Automated Test Outcomes

priorities, long-run maintainability, or whether the contributor can explain and maintain the change.
But the CI/CD evidence rules out the simplest functional-quality account: the rejection penalty is
not absorbed by whether the submitted code passes automated checks.

A.2.3 The Copilot-Trailer Natural Experiment

In April 2026, a bug in a Visual Studio Code update caused the editor to automatically append a
“Co-authored-by: Copilot” line to commits made through its interface. For about two weeks (April
22 to May 6, 2026), pull requests from affected contributors carried a visible AI-attribution label
that the contributors had not chosen to add. Whether a given contributor’s pull requests were labeled
depended on when their editor happened to install the update — timing unrelated to the contributor,
the project, or the code. When the bug was reverted, the labels stopped. This accident does what no
observational comparison can: it attaches the AI label to contributions independently of anyone’s
choice, so any change in how labeled contributions were treated can be read as the effect of the
label itself.

The affected population is a different set of repositories from the main sample. The main analysis
covers 166 mature, widely used Python projects, whose contributors typically commit from the
command line; the buggy editor feature fired mostly in a long tail of smaller and younger projects.
From the roughly 59,000 repositories that received at least one buggy trailer, I keep the 617 Python
repositories with at least one substantive pull request; exactly one repository overlaps with the main
sample. The two analyses are therefore complementary: the main sample provides the observational
result in critical infrastructure projects, and the experiment provides the causal test of the label in
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an independent population. One further cleaning step matters. A small number of repositories were
“agent farms,” in which an orchestrator account opened and closed hundreds of automated pull
requests; a single such repository accounted for the majority of rejections in the raw window. I flag
and exclude 66 such repositories (flagging rule: thirty or more bug-window pull requests with one
account opening or closing at least 40% of them), and restrict to pull requests decided by someone
other than their author.

The label did not change decisions, but it changed attention. Comparing labeled and unlabeled
pull requests within the bug window, with author fixed effects, the estimated rejection difference is
small and not statistically distinguishable from zero +0.006 (𝑝 = .83). Scrutiny, by contrast, rose:
labeled pull requests received about 28% more reviews (𝑝 = .02) and 27% more reviews from
people other than the author’s usual collaborators (𝑝 = .007), with review comments up a similar
amount. Requests for changes roughly doubled in raw counts, while approvals and final outcomes
were unchanged. In short, maintainers who saw the AI label looked harder at the work and then
decided the same way they otherwise would have.

If maintainers penalized AI use as such, an exogenously attached AI label is exactly what should
have triggered rejections; it did not. This supplementary analysis finds increased review activity
and no statistically detectable rejection difference following involuntary AI attribution. Because
perceived creator effort is not measured, it does not establish whether the label changed effort
inferences. The rejection penalty documented in the main analysis attaches to properties of the
submitted code, not to the attribution. Two cautions apply: the experiment’s repositories are smaller
and younger than the main sample’s, so magnitudes need not transfer; and the bug window is short,
so longer-run responses to labeling are outside its reach.

A.2.4 Newcomer Composition

A third concern is that AI-predicted pull requests may disproportionately come from contributors
with little prior relationship to the project. New contributors are often more likely to submit work
that violates project norms, duplicates existing work, or requires more guidance. If AI-predicted
work is simply newcomer work, the main estimates may capture contributor standing rather than
effort opacity.

To address this concern, I add an indicator for whether the pull request is the contributor’s
first eligible contribution to the repository. The AI-predicted coefficients remain substantively
unchanged. With the first-time-contributor indicator included, AI-predicted pull requests are 30.9
percentage points more likely to be rejected, receive 0.25 fewer inline comments, and receive 0.28
more general comments. The average field pattern is therefore not driven by AI-predicted pull
requests being submitted by first-time contributors.

This check is distinct from the heterogeneity analysis below. The robustness question is whether
newcomer composition explains away the average penalty. It does not. The heterogeneity question
is whether the penalty is stronger for contributors with little prior history, as the theory predicts. I
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return to that question in later.

A.2.5 Richer Controls and Fixed Effects

A fourth concern is that the main estimates reflect differences in project strictness, collaborator
strictness, or contributor experience that are not captured by repository and month fixed effects. I
therefore estimate additional specifications that add richer controls and fixed effects.

The additional controls include repository selectivity, responding-collaborator selectivity, first-
time-contributor status, and author experience. Repository selectivity captures the baseline strict-
ness of the project. Responding-collaborator selectivity is a leave-one-out measure of the col-
laborator’s tendency to reject pull requests, excluding the focal pull request. Author experience
captures the contributor’s prior activity in the sample. These variables address the possibility that
AI-predicted pull requests are concentrated in stricter projects, handled by stricter collaborators, or
submitted by less experienced contributors.

Table 16 reports the results. Column 1 includes the richer observable controls. Columns 2–5
add author, repository, and responding-collaborator fixed effects in different combinations. The
AI-predicted coefficient remains positive and statistically significant in every specification. The
magnitude falls relative to the main rejection estimate, especially when rich selectivity controls
are included, but the remaining association is still economically large: even the most demanding
specifications imply a rejection penalty of 11–16 percentage points.

These estimates should be interpreted conservatively. Responding-collaborator identity can
itself be partly determined by the review process, so fixed effects for the collaborator who ultimately
closes or merges the pull request may absorb some of the response being studied. The purpose of
these specifications is therefore not to define the preferred estimate, but to ask whether the result is
an artifact of obvious selection into stricter projects, stricter handlers, or less experienced authors.
It is not.

A.2.6 Sensitivity to Selection on Unobservables

The previous checks address observable sources of selection. I also assess how strong selection
on unobservables would need to be to explain away the AI-predicted rejection penalty, using the
method developed by Oster (2019).

A restricted comparison from no controls to basic code-complexity controls suggests substantial
coefficient stability: the coefficient on AI-predicted status changes only from 0.363 to 0.362, while
𝑅2 increases from 0.069 to 0.071. This comparison yields a proportional-selection ratio well above
Oster’s benchmark of 1. However, this restricted comparison is not the most informative one because
the basic controls explain relatively little variation in rejection.

I therefore use the richer observable specification in Column 1 of Table 16 as the controlled
model. In that specification, the coefficient is 0.124 and 𝑅2 is 0.511. Using this richer comparison,
the proportional-selection ratio remains above 1, though by a narrower margin than in the restricted
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Rejected (0/1)

(1) (2) (3) (4) (5)

AI-predicted PR 0.124*** 0.111*** 0.148*** 0.157*** 0.137***
(0.012) (0.015) (0.012) (0.013) (0.017)

Additional controls
Repository selectivity ✓ ✓ ✓ ✓ ✓
Responding-collaborator selectivitya ✓ ✓ ✓ ✓ ✓
First-time contributor ✓ ✓ ✓ ✓ ✓
Author experience ✓ ✓ ✓ ✓ ✓

Author FE No Yes No No Yes
Repository FE No No Yes No Yes
Responding-collaborator FE No No No Yes Yes

𝑅2 0.511 0.681 0.515 0.509 0.490
Observations 13,511 10,235 13,511 13,335 8,851

Notes: Linear probability models predicting pull-request rejection. “AI-predicted PR” indicates that the
submitted code is classified as AI-predicted by the code-based classifier. Repository selectivity and
responding-collaborator selectivity are leave-one-out measures excluding the focal pull request. Author
experience captures prior author activity in the sample. Samples differ across columns because fixed
effects require within-unit variation. Standard errors are in parentheses.

a Leave-one-out measure calculated excluding the focal pull request.
Significance: * 𝑝 < 0.05, ** 𝑝 < 0.01, *** 𝑝 < 0.001.

Table 16: Robustness: AI-Predicted Rejection Penalty with Richer Controls and Fixed Effects

comparison. I interpret this evidence cautiously. It suggests that unobserved confounding would
need to be large relative to the observed controls to fully explain away the AI-predicted penalty. It
does not eliminate the possibility of selection on unobservables, which remains a limitation of the
observational design.

A.2.7 Boundary Check: Paid Employees in Company-Owned Repositories

A final concern is external validity. The main sample comes from open-source projects, where
contributions are often voluntary and reciprocity norms may be unusually strong. If the AI-predicted
penalty reflects something peculiar to volunteer peer production, it should be weaker or absent when
contributors are paid professionals working on repositories owned by their own employer.

I examine this possibility in the subset of repositories owned by identifiable corporate entities.
I restrict the sample to 21 company-owned repositories, yielding 7,466 pull requests. Within these
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Rejection rate

Contributor Non-AI AI-predicted AI-predicted penalty

External (𝑛 = 5,589) 19.8% 64.9% +45.1pp
Employee (𝑛 = 1,717) 25.6% 72.4% +46.8pp

Interaction (AI-predicted × Employee), LPM with organization fixed effects: 𝛽 = 0.006, 𝑝 = .87.

Notes: The sample is restricted to company-owned repositories with classifiable employee status.
Employees are identified using public organization membership and commit-author email domains
matching the owning firm. These are public company-owned repositories rather than private internal
repositories, so the result should be interpreted as a boundary check rather than a direct estimate of
private within-firm collaboration.

Table 17: The AI-Predicted Rejection Penalty Persists for Paid Employees

repositories, I distinguish pull requests authored by employees of the owning firm from those
authored by external contributors. I identify employees using two signals: public membership
in the owning GitHub organization and commit-author email domains matching the company’s
domain. Real, non-privacy-masked commit domains are recoverable for 93% of company-repository
pull requests; excluding the remainder leaves 7,306 classifiable pull requests, of which 1,717 are
employee-authored and 5,589 are externally authored.

Table 17 reports rejection rates by contributor status and AI-predicted status. The penalty is
not confined to external volunteers. AI-predicted pull requests are rejected 46.8 percentage points
more often than non-AI-predicted pull requests when authored by employees, compared with
45.1 percentage points among external contributors. A linear probability model interacting AI-
predicted status with employee status, with organization fixed effects and standard errors clustered
by organization, shows a large main effect of AI-predicted status and a precisely estimated null
interaction: the penalty is statistically indistinguishable across employees and external contributors.

This boundary check matters for a management and strategy audience. The result suggests
that the field pattern is not merely an artifact of unpaid volunteer collaboration. Even employees
contributing to their own employer’s public repositories face essentially the full AI-predicted
penalty. These repositories are still public, company-owned repositories rather than private internal
codebases, so they do not fully replicate within-firm collaboration. The employee measure is also
conservative because public organization membership and commit-email domains may miss some
true employees. Nonetheless, the evidence suggests that effort opacity is relevant beyond volunteer
open source.

A.2.8 Operational Consequence: Time to Close

The preceding checks address alternative explanations for the rejection and response-composition
results. I also examine an operational consequence: whether AI-predicted pull requests take longer
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to resolve. This analysis is not a robustness check for the main effect; it is an auxiliary outcome that
connects the field pattern to organizational value.

AI-predicted pull requests take 30.4 additional days to close in the fully specified model
(𝑝 < .001). The delay is concentrated in high-activity repositories: the interaction between AI-
predicted status and high-activity repository status is 18.3 days (𝑝 < .05). This pattern is consistent
with the theory’s organizational implication. When collaborators return less high-effort response
and substitute toward lower-effort handling, work does not simply disappear; it can also take
longer to resolve. The cost of effort opacity is therefore not only relational, but operational. Full
time-to-close results are reported in Appendix A.4.

A.2.9 Summary of Robustness Checks

Taken together, the robustness checks narrow the set of plausible alternative explanations. The AI-
predicted penalty is not fully explained by automated test failures, observable code characteristics,
newcomer composition, stricter projects, stricter responding collaborators, author experience, or
selection on observables. The penalty also appears among paid employees contributing to company-
owned repositories, suggesting that the phenomenon is not confined to volunteer peer production.

These checks do not make the observational study causal. Unobserved differences in contributor
motivation, task difficulty, architectural fit, or true production process may still contribute to the
field pattern. The purpose of the study is to establish that the pattern predicted by effort opacity
appears in a real collaborative system and survives the most direct observable alternatives. A
pre-registered between-subjects study tests the key assumption behind the field measure, and the
mechanism test experiment tests the mechanism and potential remedy for effort opacity.

A.3 Code Detection Study Details

Full details on the pre-registered study are available at osf.io/76nrt.
This section continues from the robustness checks section for the observational study. For each

matched pair of code, subjects were randomly assigned to see either the human-written version or
the AI-generated version. Subjects therefore saw each coding task only once. This single-stimulus
design avoids making detection artificially easy through paired comparison and better approximates
how maintainers evaluate contributions in the field. For each snippet, subjects completed two tasks.
First, they classified the code as either human-written or AI-generated and reported confidence on
a 50–100% slider. Second, they rated how much human effort they believed went into producing
the code on a 1–10 scale. The order of these two measures was randomized within each trial. The
classification task was incentive-compatible: participants received a $0.25 bonus for each correct
classification and were told that each snippet had an equal probability of being human-written or
AI-generated.

Because raw accuracy can combine true discriminability with response bias, I also use signal
detection theory. Table 18 separates sensitivity from criterion. Sensitivity, 𝑑′, is significantly greater
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Metric Mean SD 𝑡 𝑝 𝑑

Sensitivity (𝑑′) 0.632 0.986 6.991 < .001 0.64
Criterion (𝑐) 0.139 0.467 3.249 .002 0.30

Notes: Signal-detection estimates are computed for participants with estimable hit and false-alarm
rates. Positive values of 𝑑′ indicate greater ability to discriminate AI-generated from human-written
code. Positive values of 𝑐 indicate a bias toward choosing “Human.”

Table 18: Signal Detection Results

than zero, confirming genuine discriminability. Criterion, 𝑐, is also positive, confirming a modest
bias toward labeling code as human-written. The bias does not explain away the detection result.

The same conclusion appears in a mixed-effects linear probability model with participant
random intercepts. Actually AI-generated code increases the probability of choosing “AI” by 29.7
percentage points, 𝑏 = 0.297, SE = 0.038, 𝑧 = 7.89, 𝑝 < .001. This result rules out the strongest
version of the identification threat. The classifier is not only detecting features that exist in statistical
space. The known-source AI signal is also visible enough for human developers to detect, though
imperfectly.

The regression evidence confirms the visual pattern. In a mixed-effects linear probability
model controlling for actual source and button order, perceived effort significantly predicts AI
classification. The coefficient is 𝑏 = −0.046, SE = 0.011, 𝑧 = −4.37, 𝑝 < .001. A one-point
decrease in perceived effort is associated with a 4.6 percentage point increase in the probability of
choosing “AI.”

This relationship holds within both actual source conditions. Among AI-generated snippets,
perceived effort is negatively correlated with choosing “AI,” 𝑟 = −.205, 𝑝 < .001. Among human-
written snippets, the relationship is weaker but still present, 𝑟 = −.131, 𝑝 = .024. Developers
therefore use effort signals even when the code is actually human-written.

The mechanism test experiment manipulates visible effort directly. The code detection study
therefore, shows why the penalty in the observational study is elevated but not universal. AI-
generated code is not always perceived as low effort. It is penalized when the visible traces of
human effort break down. Detection succeeds where effort signals fail, and fails where effort
signals are preserved.

The most revealing result comes from jointly modeling actual source and perceived source.
AI-generated code is not simply rated as lower effort. In fact, actual AI-generated snippets receive
higher effort ratings once perceived source is included in the model. But code perceived as AI-
generated receives lower effort ratings, conditional on actual source.

This suppression pattern is central to the argument. Actual AI-generated snippets can preserve
or even amplify visible effort signals. That is why many AI-generated snippets pass as human-
written. But when those effort signals fail, developers detect the code as AI-generated and attribute
less human effort to it.
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Figure 13: Perceived effort and AI detection among AI-generated snippets. The figure plots the
proportion of participants choosing “AI” by perceived effort rating. Dot size reflects the number of
observations in each effort bin. Lower perceived effort is associated with a higher probability of
classifying the code as AI-generated.

A simple decomposition shows the same pattern. Among AI-generated snippets, those misclas-
sified as human-written receive higher effort ratings than those correctly identified as AI-generated,
6.43 versus 5.67. Among human-written snippets, the same pattern appears directionally: snippets
classified as human-written receive higher effort ratings than those classified as AI-generated, 5.68
versus 5.16.

The implication is not that AI-generated code always looks lazy. The sharper point is that AI
detection succeeds where effort signals are disrupted and fails where effort signals are preserved.
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Model A Model B
Perceived source only Actual and perceived source

Intercept 5.950∗∗∗ 5.688∗∗∗

(0.118) (0.129)
AI-generated, actual 0.670∗∗∗

(0.137)
Chose “AI,” perceived −0.389∗∗ −0.605∗∗∗

(0.136) (0.141)
Random intercept SD 0.913 0.917

Notes: Dependent variable is perceived human effort on a 1–10 scale. Standard errors are in parentheses.
∗∗𝑝 < .01, ∗∗∗𝑝 < .001.

Table 19: Actual Source, Perceived Source, and Effort Ratings

A.4 Work Efficiency

Figure 14: Average Number of Days Taken to Close a PR Before and After ChatGPT
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(a) Developers classify AI-generated and human-
written code above chance but imperfectly.

(b) Code perceived as AI-generated is attributed to
lower contributor effort.

Figure 15: Perceived AI Involvement and Contributor Effort. Panel A shows that software developers
distinguish AI-generated from human-written code above chance, but imperfectly. Panel B shows
that perceived AI involvement is associated with lower perceived contributor effort, even though
actual AI-generated code is not necessarily rated as lower effort.

Main Effect Models Interaction Models

(1) (2) (3) (4) (5) (6)

AI PR 14.46*** 21.45*** 30.35*** 1.881 10.07 19.59**
(3.666) (5.180) (5.071) (5.401) (6.115) (6.810)

Large Repo – – – -17.01*** – –
(2.369)

AI PR × Large Repo – – – 23.18** 19.56** 18.32*
(7.362) (7.278) (7.248)

Repo FE No Yes Yes No Yes Yes
Month FE No No Yes No No Yes
Observations 13,614 13,614 13,614 13,614 13,614 13,614
R2 0.0016 0.0848 0.0992 0.0055 0.0854 0.2412
Notes: All models include controls for initial deletions, initial additions, initial changed files, and code quality
metrics (coefficients omitted for brevity). Standard errors clustered at the repository level in FE models. Large
Repo is a time-invariant indicator absorbed by repository fixed effects in Columns (5)–(6); its main effect is
reported only in Column (4), which omits repository fixed effects. The interaction AI PR × Large Repo is
identified because AI status varies within repositories. Significance levels: *** p<0.001, ** p<0.01, * p<0.05, .
p<0.1.

Table 20: Cross-section of AI-predicted PRs and Repo Size on Time to Close PRs
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Validation source 𝑁 Correct classification rate Generator family in training

AI-generated code
phi3:mini 151 100.00% Yes
gemma3:1b 195 99.49% Yes
qwen2.5-coder:1.5b-instruct 1,731 98.90% Yes
deepseek-coder:6.7b-instruct 2,102 98.81% Yes
qwen2.5-coder:7b-instruct 4,306 98.70% Yes
gpt-4o-mini 22,263 98.68% Yes
llama3.2:3b 428 97.90% Yes
claude-3.5-sonnet 1,095 97.72% Yes
deepseek-coder-v2:16b 1,190 97.31% No
openai:gpt-3.5-turbo 164 96.95% Yes
openai:gpt-4o-mini 320 96.88% Yes
qwen3:8b 506 96.25% Yes
anthropic:claude-3-5-haiku 578 95.85% Yes
qwen2.5-coder:32b-instruct 949 94.84% No
deepseek-r1:32b 1,584 94.63% No
llama3.1:8b 794 93.95% Yes
gpt-oss:20b 10,813 93.63% Yes
claude-haiku-4-5 2,290 92.75% No
qwen3-coder:30b 3,113 92.16% Yes
openai:gpt-4o 782 91.18% Yes
google:gemini-2.5-flash 7,339 90.97% No
google:gemini-3-flash 4,210 90.88% No
codellama:34b 373 90.62% Yes
google:gemini-2.5-flash-lite 4,662 90.58% Yes
anthropic:claude-3-7-sonnet 1,230 90.08% Yes
codellama:7b-python 232 88.79% Yes
mistral:7b 553 87.34% Yes
deepseek-coder:33b 22 86.36% Yes
codegemma:2b 77 81.82% Yes
google:gemini-2.0-flash-lite 1,470 80.61% Yes
claude-opus-4-5 1,408 79.76% No
claude-sonnet-4-5 9,340 73.61% No
google:gemini-2.0-flash 3,941 69.70% No
openai:gpt-5.2 593 68.97% No
starcoder2:7b 249 66.27% Yes
claude-sonnet-4-6 882 61.56% No
claude-opus-4-6 1,549 60.10% No
starcoder2:15b 172 56.40% No

Human-written code
Human code, v4 test set 83,680 98.12% —
Human code, January 2026 validation set 19,378 98.79% —

Notes: For AI-generated validation samples, the correct classification rate is the percentage clas-
sified as AI-generated. For human-written validation samples, the correct classification rate is the
percentage classified as human-written. “Generator family in training” indicates whether the model
family was represented in the v4 training distribution. The January 2026 human-code sample is an
out-of-time validation sample used to assess specificity on human-written code after the observa-
tional study window.

Table 21: Model-by-Model Validation of the AI Code Classifier
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Alternative explanation Why it matters How the paper addresses it

Lower code quality Maintainers may reject AI-like
code because it is technically
worse, not because contributor
effort is harder to infer.

This study controls for observable code
characteristics, complexity,
maintainability-related metrics, and
automated test outcomes. The
mechanism test study holds the
underlying code constant.

Competence inference AI-like work may make
contributors appear less capable,
which could reduce willingness
to review or integrate their work.

The mechanism test experiment
measures perceived competence
separately from perceived effort and
code quality.

Spam or low commitment Maintainers may treat AI-like
submissions as careless,
drive-by, or spam-like
contributions.

The experiment tests perceived
contributor effort directly, separating
effort attributions from the mere
presence of AI-like output.

AI stigma Reviewers may dislike AI use
regardless of the contributor’s
effort or the quality of the work.

The mechanism test experiment
separates AI disclosure from effort
legibility by crossing whether AI is
disclosed with whether the contributor
makes their own effort visible.

Contributor reputation Prior experience with a
contributor may substitute for
effort cues in the submitted work.

The observational study examines
heterogeneity by contributor status; the
penalty for AI-like work should be
stronger for first-time or less familiar
contributors.

Table 22: Alternative Mechanisms and Empirical Tests

A.5 Additional Tables

Period Outcome Has Tests/Docs Tests Add Ratio Docs Add Ratio

Pre-AI Accepted 0.194 0.339 0.031
Pre-AI Rejected 0.149 0.337 0.034
Post-AI Accepted 0.107 0.192 0.050
Post-AI Rejected 0.051 0.167 0.054

Table 23: Quality Indicators by Period (Pre- vs. Post-AI) and Outcome (Accepted vs. Rejected Pull
Requests)
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Table 24 examines whether newcomers become regular contributors within one year. Before con-
sidering what happened to the first pull request, newcomers who submitted AI-predicted work were
estimated to be 1.8 percentage points less likely to become regular contributors. This difference is
small and not statistically reliable (p=.46). Column 3 then accounts for whether the first pull request
was rejected. Rejection is associated with an 18.5-percentage-point decrease in the likelihood of
becoming a regular contributor (p¡.001). Once rejection is included, there is no longer a negative
relationship between submitting AI-predicted work and returning to the project.

Became a regular contributor within one year

(1) (2) (3)

AI-predicted first pull request −0.027 −0.018 0.044∗

𝑝-value (0.270) (0.460) (0.067)

First pull request rejected −0.185∗∗∗

𝑝-value (< 0.001)

Repository fixed effects Yes Yes Yes
Entry-year fixed effects Yes Yes Yes
Contributor controls No Yes Yes
First-PR rejection included No No Yes
Observations 3,960 3,960 3,960

Notes: The sample contains one observation for each newcomer whose first pull request can be
classified as AI-predicted or not AI-predicted. The dependent variable equals one if the newcomer
submits at least three pull requests to the same repository within one year of the first contribution.
Contributor controls are the logged age of the contributor’s GitHub account and logged prior pull-
request activity elsewhere on GitHub. The reported values are coefficients from linear probability
models. Thus, −0.018 represents a 1.8-percentage-point difference. Parentheses report 𝑝-values
calculated using standard errors clustered by repository.
Significance: ∗𝑝 < 0.10, ∗∗𝑝 < 0.05, ∗∗∗𝑝 < 0.01.

Table 24: AI-Predicted First Contributions, Rejection, and Newcomer Retention
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Dependent variable: ln(Reviewer Effort)

Contributor Effort (Effort) 0.036∗∗∗ (0.002)
Post-AI (author-level) −0.206∗∗ (0.081)
Contributor Effort × Post-AI −0.010∗∗∗ (0.003)
log(Lines Changed + 1) −0.023 (0.017)
log(Files Changed + 1) 0.030∗∗ (0.012)
Constant 0.061 (0.095)

Observations 62,235
𝑅2 0.198
Adjusted 𝑅2 0.198
F-statistic 92.54
Covariance Type Clustered by author

Notes: All variables are double-demeaned by author and repo×month to absorb fixed effects.
Reviewer effort is measured as the log of total non-author review comments per pull request.
Robust standard errors clustered at the author level are in parentheses.
∗∗∗𝑝 < 0.01, ∗∗𝑝 < 0.05, ∗𝑝 < 0.10.

Table 25: Effect of Author AI Adoption on the Relationship Between Contributor and Reviewer
Effort, Size-Controlled

DV: Maintainer Inline Comments (log)
Contributor Effort (pre-AI centered) 0.0289∗∗∗

(0.0018)
Post–AI (Author-level) −0.1404∗∗

(0.0629)
Contributor Effort × Post–AI −0.0114∗∗∗

(0.0021)
Controls Yes
Author FE Yes
Repo × Month FE Yes
Clusters Author
Observations 74,007
𝑅2 0.084

Notes: OLS with author and repo×month fixed effects absorbed via double-demeaning. Contributor Effort is
commits after PR open, centered by the author’s pre-AI mean. Robust SEs clustered by author. ∗∗∗𝑝 < 0.01,
∗∗𝑝 < 0.05.

Table 26: Effort Reciprocity Before vs. After Author AI Adoption
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Figure 16: Where do newcomers go after their first pull request? Because the measure is based
on public pull requests, commits pushed directly to a contributor’s private repositories are not
observed — the own-repository share is a lower bound — and “no further PRs” does not imply
leaving GitHub.

Pre-AI Period Post-AI Period

AI Status Visible Rework Accepted Rejected N Accepted Rejected N

Human Yes 0.924 0.076 24,571 0.925 0.075 20,193
Human No 0.713 0.287 10,677 0.665 0.335 7,950
AI Yes 0.281 0.719 2,007 0.554 0.446 4,039
AI No 0.116 0.884 1,711 0.184 0.816 2,966

Table 27: Rejection rates by AI status and visible rework, before and after AI diffusion

A.6 Experimental Stimuli

Figures 17 and 18 show two experimental conditions applied to representative code works, as
displayed to participants. Figure 17 shows the high-effort, AI-disclosed condition: the pull re-

AI Flagged Outcome Issue Comments Review Decisions Inline Comments Timeline Events

No Merged 5.43 7.32 13.62 30.39
No Rejected 2.93 5.92 11.05 15.71
Yes Merged 6.53 8.52 18.77 54.22
Yes Rejected 2.68 4.12 8.52 14.89

Table 28: Average reviewer actions per PR by AI flag and outcome. Reviewer actions exclude author
activity. “Inline Comments” reflect code-level feedback.
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quest description includes diagnostic reasoning, iterative problem-solving, and codebase-specific
references, and an “AI-assisted” badge appears in the PR header. Figure 18 shows the low-effort,
no-disclosure condition: the description is sparse and generic, and no AI disclosure cue appears.
Note that each condition is applied to a different fictional repository; the two figures illustrate
different codebases.

Figure 17: High-effort, AI-disclosed condition (Stimulus A: task deduplication). The PR description
displays diagnostic reasoning, iteration, and codebase-specific references. An “AI-assisted” badge
appears in the pull request header.
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Figure 18: Low-effort, no-disclosure condition (Stimulus B: word frequency counter). The PR
description is sparse and generic, and no AI disclosure cue appears.

87


